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1 Course Description

Course title: Data Mining

Course pre-requisites: Mathematical statistics, probability theory and linear algebra

Course type: Elective

Abstract:

Data mining is a rapidly developing field which focuses on efficiently retrieving useful in-
formation from the data for prediction and description purposes. In this course students
will be introduced to modern methods for identification of patterns and regularities in large
datasets. Supervised and unsupervised learning techniques will be studied, including those
for classification, regression, clustering and other common machine learning problems. Cov-
ered methods for example include ensemble methods such as random forests. Data pre-
processing, feature selection and performance evaluation will also be discussed. Students
will gain teamwork research experience as well as skills in implementing data mining algo-
rithms using software for statistical computing, such as R. A wide range of applications will
be considered, including text mining, image recognition, forecasting in finance and medicine.
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2 Learning objectives and expected outcomes

The aim of this course is to provide the skills for analysis of statistical data, such as for
regression, classification and clustering. This course is highly theoretical and the greater
focus is on mathematics behind the algorithms, not on obtaining data from Internet and
not on software implementation. However, an important objective is operational knowledge
of the studied techniques, hence there will be a practical side to the course as well. By the
end of the course students will have a broad view of applications, including the most recent
and state-of-the-art developments for business and economics.

Learning Outcomes:

1. Understanding and ability to present/describe the methods studied in this course in
mathematical terms
2. Application of these methods to problems/examples
3. Understanding the limitations and benefits related to using each of these DM methods
4. Implementing methods studied in the course with statistical software
5. Efficient work in groups

3 Course Outline and Plan

In total there will be 48 hours of lectures and 16 seminars. During lectures we will cover
new material. Seminars will mostly be dedicated to theoretical questions, applications and
further method discussions. You are recommended to spend 126 hours on independent study
for this course.

Course outline:

• Data pre-processing, feature selection, including bootstrapping; missing data

• Regression - review of ordinary least squares regression; regularized regression meth-
ods such as Lasso, Ridge Regression and the Elastic Net; splines; overfitting; model
selection methods, including cross-validation and analytical ways. Turning a regression
problem into a classification one.

• Singular Value Decomposition (SVD) and Principal Component Analysis
(PCA) - this includes PCA for dimension reduction, SVD decomposition; SVD-based
methods for dealing with large incomplete matrices and more.

• Introduction and motivation to classification problems, K Nearest Neighbours (KNN)
and its modifications, application to recommendation systems. KNN for regression
problems.

• The Naive Bayes method for classification, logistic regression.

• Support Vector Machines - including soft-margin, kernel methods and regulariza-
tion. We will address applications to both classification and regression. We will also
look at Learning Using Privileged Information, Multiple Kernel Learning
and the SVM approach to anomaly detection
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• Decision trees for regression and for classification - includes bagging and random
forests. General ensemble methods; the Isolation forest for anomaly detection. Multi-
ple response methods.

• Clustering - in particular, includes the k-means algorithm, its variations and DB-
SCAN. We will address the problem of selecting the optimal number of groups for
clustering. Clustering with regularization. Clustering features.

• Recommendation systems

• Neural Networks - a basic introduction, neuron types, including the perceptron;
gradient descent, including the stochastic variation; backpropagation; global optimiza-
tion; dropout; applications.

• Model selection

Course plan:

Topics Lecture hours Seminar hours

Regression, feature and model selection 12 6

Clustering, PCA and SVD 8 2

Recommendation systems, classification basics 9 3

SVMs, neural networks, anomaly detection and model comparison 17 5

Midterm 2

4 Reading list and other information resources

• Required: G. James, D. Witten, T. Hastie, R. Tibshirani, An Introduction to Statis-
tical Learning: with Applications in R, Springer, 2015, (ISL/ISLR).

• Useful: T. Hastie, R. Tibshirani, J. Friedman, The Elements of Statistical Learning,
Data Mining, Inference and Prediction, second edition, Springer 2008

• Optional: S. Osovskii, Nejronnye seti dlya obrabotki informacii, Goryachaya liniya -
Telekom, 2017

• Optional: V. I. Shiryaev, Finansovye rynki: Nejronnye seti, haos i nelinejnaya di-
namika, Librokom, 2017

Optional open source materials on Internet:

• Optional: http://www.machinelearning.ru

• Optional: http://www.svms.org
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5 Grading System and Knowledge Assessment Guidelines

Homework and grading criteria

Assessed homework consists of group work in preparation for selected seminars and 3
assignments which include implementation of algorithms using software. There will be the-
oretical homework assignments, which will not be marked, but will help you in preparation
for the midterm and the final.

There will be 3 theoretical tests. For the assessed midterm you will be allowed to use a
single-sided formula sheet that is handwritten/typed, a calculator will be allowed too. For
the final you may bring a two-sided A4 sheet of formulas. Note that words are not allowed
on the formula sheets.

All work should be written clearly in complete sentences in English and in a reasonable
font size, preferably on A4 paper. Your thinking should be explained as well as it is possible.

Seminars
At least 8 seminar classes will be dedicated to brainstorming in small groups or individ-

ually. In particular, this will involve understanding applications of data mining techniques
in economics and finance. You can also expect questions which require creative thinking,
rather than analytical and technical skills.

Small extra credit may be given for taking the initiative to give a presentation during
a class, or for outstanding performance in seminars and for the depth and originality of
solutions to assessed questions.

Your overall grade will be determined as follows:

H = assessed homework,
S = seminar class activity and group work,
M = midterm,
F = term final (note, this is not an exam, but a term final),
T = tests

Overall grade = 3*F +3*M + 1*S + 2*H + 1*T.

Grading scale

8 - 10 points: Great understanding of the theory and practical skills, correct solutions

6 - 7 points: One solution is not complete, theory and practical skills are not presented
fluently

4 - 5 points: Solutions are not complete, there are gaps in knowledge/skills

1 - 3 points: Unsatisfactory work

4



6 Academic Integrity

The Higher School of Economics strictly adheres to the principle of academic integrity and
honesty. Accordingly, in this course there will be a zero-tolerance policy toward academic
dishonesty. This includes, but is not limited to, cheating, plagiarism (including failure
to properly cite sources), fabricating citations or information, tampering with other stu-
dents’ work, and presenting a part of or the entirety of another person’s work as your own.
HSE uses an automated plagiarism-detection system to ensure the originality of students’
work. Students who violate university rules on academic honesty will face disciplinary
consequences, which, depending on the severity of the offense, may include having points
deducted on a specific assignment, receiving a failing grade for the course, being expelled
from the university, or other measures specified in HSE’s Internal Regulations.

7 Methods of Instruction and Expectations in regard to stu-
dent activities

Classes: Attendance and keeping track on class activities is your responsibility.

Seminars: Students are expected to actively participate in the seminars. This implies solv-
ing proposed problems, explaining solutions to the class and answering other questions on
the topic discussed.

Missing tests/many classes/the final: Do not hesitate to contact me regarding unusual cir-
cumstances, preventing you from course evaluation and general attendance.

Disclosure: The instructor reserves the right to make any changes that she deems academ-
ically advisable. Changes will be announced in class. It is your responsibility to keep up
with any changed policies.
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