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1 DISSERTATION TOPIC

Relevance of the topic

The rapid advancement of technology and the exponential growth of data have led to

the emergence of sophisticated recommendation systems designed to enhance user experience

by providing personalized suggestions based on various contextual factors. In particular, indus-

trial applications of recommender systems are increasingly shifting toward the development of

near real-time, online, and real-time recommendation systems. Such systems are especially in

demand across various online platforms, including news and content feeds in social networks,

media and streaming services, e-commerce platforms featuring goods and merchants, and other

digital products. Given the business and product requirements, machine learning models are

expected to use the most up-to-date user and item information to create accurate and most

relevant recommendations at the time of prediction for a user’s request in mobile applications

and web platforms.

This implies the ability to incorporate contextual aspects such as time, location, operat-

ing system, or any other relevant environmental, user- or item-specific context. These contextual

factors enable high speed of updating and refining recommendations, making them more rele-

vant and precise at the moment of prediction. Recommender systems capable of incorporating

such contextual information are referred to as context-aware recommender systems.

Traditional recommender systems, such as collaborative filtering or other approaches,

often fail to capture the dynamic nature of user preferences in short time intervals and relevance

at the time of display. As one of the ways to overcome these shortcomings, there is a need to

add contextual information to existing recommendation algorithms and develop new approaches

and methods that better align with users’ evolving needs and preferences at the inference step.

Although there are already various techniques for adding context to traditional models of

different types, very few of them are effective and accurate approaches that explicitly design

and take into account contextual information during training and inference.

To address this issue, this thesis focuses on the development of approaches that incorpo-

rate contextual features. By leveraging contextual information such as time, this research seeks

to refine existing methods and propose new context-aware algorithms that can significantly

enhance the relevance and accuracy of recommendations. The study is limited to the most

common recommender system tasks: next-basket prediction, next-item prediction for sequen-

tial recommendations, and general top-N recommendations. These tasks are the most widely
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used in FMCG and non-FMCG e-commerce recommendation systems, and ML-based content

feeds. These tasks were chosen because our research group had the opportunity to test the

proposed algorithms online within the production systems and products of T-Bank.

In particular, the first challenge is to narrow the general possible context to the time

factor as the most popular and frequently used type of context, having worked out options

for adding it to the KNN-based algorithms and state-of-the-art neural networks for sequential

data, enabling them to become time-aware and time-dependent.

Moreover, the second problem lies in the limited availability of comparison of existing

contextual recommendation approaches with each other. This is due to the fact that many

algorithms proposed in academic papers lack publicly available implementations and an open

code base, which complicates the correct reproduction of the model itself and the validation of

experimental results, as well as improving these models, conducting new experiments on other

data, and deploying them in real production systems. In addition, the lack of benchmarks,

the use of different data sets and their preprocessing, the lack of standards for choosing quality

assessment metrics, and the inconsistency of the selection of base models further complicate the

possibility of conducting comparisons between existing contextual recommendation systems. To

overcome these problems, the design of experiments and unified offline evaluation framework

were created as part of the research. The effective implementations of models from original

articles were implemented as benchmarks with the selection of hyperparameters for both base

comparison models and new approaches.

Finally, the third issue is that including context as features or an additional dimension

significantly increases both the computational complexity for model training and inference, and

the volume of data — data sets and sizes of model artifacts. To overcome these limitations,

additional methods need to be developed to optimize the entire ML pipeline of contextual

recommender systems. One chapter of this paper is devoted to addressing these issues, focusing

on strategies such as avoiding the use of user ID-specific embeddings and implementing a

computationally more efficient loss function, demonstrated by the BPR function, which can be

applied to any of the proposed new models and approaches.

The relevance of the dissertation topic can be validated on several aspects. First, recom-

mender models that are capable of incorporating context and operating efficiently are in high

demand in real-world industrial online and real-time recommendation systems. However, there

are still relatively few context-aware approaches that are optimal and suitable for production

deployment. Second, contextual recommender algorithms demonstrate greater adaptability to

user interests at the moment of inference. They are able to capture the dynamics of both long-
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term and short-term preferences, as well as incorporate new information from user interactions

and feedback within a session in mobile or web applications. Third, improving the overall

quality of recommendations remains a challenging task. Current ranking metrics are still far

from the desired target values, both in terms of business objectives and the true relevance

estimation perceived by users. Last but not least, contextual recommendations are in demand

in the rapidly evolving environment of LLM and GPT-based technologies due to the growing

need for personalization and efficient processing of interactions in long-term context.

In conclusion, the findings are expected to provide valuable insights for both academia

and industry, paving the way for more intelligent, user-centric recommender systems that adapt

to the evolving needs of users.

The goal and objectives

The primary goal of this work is to enhance existing and propose novel approaches for

obtaining context-aware recommender systems with higher relevance for users recommenda-

tions.

To achieve this aim, several specific objectives have been outlined. Firstly, the research

provides the systematic overview of existing context-aware recommendation systems to identify

their task formalizations, methods and methodology. This review includes various algorithms

and frameworks from academic and industrial articles, providing a solid foundation for under-

standing their advantages and limitations as a result of author’s critical analysis. By analyzing

the open questions and gaps of existing systems, the research highlights the areas where im-

provements can be made, particularly in terms of contextual data incorporation into existing

algorithms and increase of models’ performance in algorithmic metrics of quality.

Secondly, the study focuses on the development of novel algorithms that incorporate

multiple contextual factors, for instance, such as time. This objective involves designing and

implementing new models that can dynamically adjust recommendations based on real-time

contextual changes and perform the training process with respect to contextual features. The

research covers the advanced machine learning techniques, such as generalization of common

approaches to become context-aware approaches to neural network architectures for graph,

knowledge-graph and sequence-based architectures. By providing the several reproducibility

studies and experimenting with different enhanced and new algorithms, the study aims to

identify the most effective context-aware methods for improving recommendation quality on

different open-source datasets and experimental set-ups.
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Thirdly, to make existing and new approaches comparable, we need to implement all

algorithms, develop valid offline evaluation pipelines and splitting strategies, provide the same

panel of ranking metrics and recommendation list lengths with the k parameter, use the same

open-source datasets, and publish the codebase of models and experiments to ensure repro-

ducibility and repeatability.

Finally, the research extends to the techniques in addition to new context-aware ap-

proaches for improving the effectiveness of the algorithms, for instance, with optimization of

the loss function or by ID-free logic of embeddings initialization, These complementary tech-

niques are aimed at increasing computational efficiency and scaling of the entire ML pipeline

for context-aware recommendations with the ability to generalize other types of recommender

systems for industrial use.

In summary, the aim of this research is to advance the quality of context-aware recom-

mendation systems through the development of more efficient approaches and algorithms by

systematically addressing the limitations of existing state-of-the-art models.

2 KEY RESULTS

The novelty of the research findings can also be summarized in several key points. First, a

systematic analysis of existing context-aware approaches covers problem formulations, methods

for incorporating context into recommender models, and a critical evaluation of the strengths

and limitations of the reviewed approaches. Second, existing methods were implemented and

reproduced to ensure comparability, contributing to the lack of extensive reproducibility studies

in the domain of context-aware recommendations. Third, new contextual recommender algo-

rithms were developed, covering three main recommendation tasks and multiple algorithmic

families: KNN, sequential, graph and knowledge graph-based neural approaches. These imple-

mentations can serve as a foundation for future research and development. Fourth, simple yet

effective techniques were proposed to enhance the performance and quality of recommender al-

gorithms. These techniques show potential for generalization across various families and types

of recommender systems that employ pairwise and listwise ranking loss functions. Additionally,

ID-free embedding technique was introduced to address the user cold-start problem, enabling

recommendation predictions based solely on contextual input features. The improved perfor-

mance and optimization techniques led to a significant enhancement in ranking metrics, which

we hope will encourage researchers to apply these results in their own domains and datasets.

4



Key aspects/ideas to be defended:

1. We proposed a time-aware and time-dependent algorithms based on TIFU-KNN, the

frequency-based approach that surpasses other models on the next-basket recommenda-

tions task on various open-source datasets [12, 6]. The developed methods generalized

TIFU-KNN to a context-aware recommender model and enhanced the relevance of rec-

ommendations on the real-world datasets. It demonstrates the value of replacing ordinal

number weighting of baskets with weighting based on the amount of time between inter-

actions and improves the quality of recommendations by introducing time features both

for training and prediction stages.

2. We have described a novel method, Time-Aware Item-based Weighting (TAIW for short),

based on the Hawkes Process and two different modules of the architecture for next-basket

recommendations. It overcomes the limitations of TIFU-KNN. To encourage reproducibil-

ity and future research, we share the implementation of TAIW as well as other baselines

in our experiments online. We conducted experiments on three real-world datasets and

demonstrated the superiority of TAIW over well-tuned high-performance baselines for the

NBR task with up to 9.2% on the same datasets for Recall@k, NDCG@k and Precision@k

k “ 5, 10. We conducted an ablation study, a temporal context importance analysis and

a case study to gain insight into TAIW.

3. We proposed a method to sequential recommenders that incorporates and leverages tem-

poral information to enhance their predictive performance. We add temporal context to

the models of TiSASREc and GRU4Rec additionally to time intervals, comparing several

ways to combine item and time embeddings.

4. We introduced a new graph-based algorithm TimeKGAT that uses external information

in the form of a knowledge graph, which can be combined with the bipartite graph of user-

item interactions, and includes time as additional dimension for temporal graph slices in

order to capture the dynamics of user preferences. The experiments demonstrates better

performs, than initial KGAT on the open-source data on purchase history.

5. The significant contribution to reproducibility and replicability studies for graph-based,

knowledge-graph based time-aware and general recommender systems with respect to

open-source code on GitHub for all first-tier publications. The offline evaluation pipelines

enabled the comparison of the existing and proposed algorithms due to the same datasets,

quality metrics, and the fine-tuned benchmarks and novel approaches. Our studies shows
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that accuracy of knowledge-graph and graph-based models requires improvements in com-

parison to general approaches. Also, we released a context-aware real-world dataset TTRS

based on the anonymized purchase history of users of T-Bank.

6. Apart from the main experiments, we developed the inductive scenarios to address a user

cold start problem (e.g. ID-free embeddings technique and the extension of proposed

TAIW algorithms - TAIWI). These findings enable the researchers and ML engineers to

implement the enhancements for real-time recommendations.

7. An optimized implementation of the BPR algorithm demonstrates the potential for up to

a 50% improvement in performance metrics on the public datasets. Moreover, the con-

ducted ablation study provides valuable insights into key hyperparameter configurations

for training recommender models. In particular, it highlights the importance of using reg-

ularization, adaptive negative sampling, SGD as the optimizer, and disabling item biases

for optimal performance.

8. The novel techniques and proposed algorithms , which incorporated time as additional

vector, can be generalized from time-aware to other types of context-aware models (loca-

tion, environement state, etc.), however require more future studies and improvements.

The theoretical significance of the study lies in the significant progress in new results

and conclusions on a wide panel of experiments, systematization of this knowledge in the field

of algorithms and approaches for recommendations to take into account the context, as well

as new proposed algorithms and approaches for contextual recommender systems. In addition,

the study reveals additional difficulties, new research tasks, and problems that set possible

directions for future research in this area. It is also worth noting that the new proposed algo-

rithms require further refinement and continued improvement of their accuracy and especially

computational efficiency.

From a practical point of view, the contribution of this work is the applicability of the new

proposed algorithms to real applied problems of building recommender systems. In particular,

the following contextual models were developed and studied: Time-dependent & Time-aware

TIFU-KNN, Time-aware Item Weighting (TAIW), Time-aware GRU4Rec and TiSASRec, as

well as TimeKGAT. All the listed models are applicable to standard recommendation tasks,

such as predicting a user’s next basket, the next item in a sequence, and obtaining a total list

of Ton-N recommendations. The practical applicability of these models is possible due to the

open source code availability on Github, with the necessary implementations of the architec-
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ture, data preprocessing, and experimentation pipeline. This encourages further improvements

in the quality of recommendations based on these algorithms. Additionally, the proposed tech-

nique for training user embeddings without identifiers effectively solves the cold start problem.

While the optimized implementation of the BPR (Bayesian Personalized Ranking) algorithm

demonstrates the potential for up to 50% improvement in quality metrics on public datasets.

Exhaustive experiments and studies on the influence and importance of model parameters

and hyperparameters provide valuable insights into the best hyperparameter configurations for

training recommendation models. In particular, they once again emphasize the importance

of using regularization, adaptive negative example sampling function, SGD as one of the best

optimizers for batch learning, and the recommendation to not use biases when training feature

vectors for recommendations for optimal quality and performance.

Thus, the theoretical and practical significance of this study on improving the quality of

contextual recommender systems is extensive. The theoretical results provide grounds for new

directions of research and analysis, while the practical benefits for enterprises and organizations

lie in the implementation of more efficient algorithms and improved customer experience. Ad-

ditionally, this study narrows the gap between theoretical findings and practice, contributing

to obtaining practice-oriented and valuable results for a positive impact on the end users of

recommender systems.

Personal contribution

The research study presented in the thesis is the result of several years of dedicated work

and collaborative efforts. The author declares, except where explicit reference is made to the

contribution of others, that the development of the research design of this thesis, its structure,

key ideas, systematic review of existing research studies and reproducibility approaches, as well

as experimental analysis with discussions and conclusions, were prepared independently and

are the results of her own work. In the first paper, the method was jointly developed with

Oleg Lashinin and Sergey Naumov, with participation in experimental analysis and review,

contributing to the manuscript for the paper submission. The second paper is a collaborative

work with Aleksey Romanov and Oleg Lashinin, with participation in discussion on introducing

the Hawks process, experimental analysis, writing and reviewing the paper, approving the final

version, and presenting in the poster session at the conference. In the sixth and seventh papers,

the author helped to develop the research proposals, the concept and design of the experiments,

conduct and perform technical review and data analysis, helped to write the manuscript, and
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approved the final version for conference submissions. Other papers were provided with scientific

supervision and review.
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4 CONTENTS

This thesis consists of six chapters. Chapter 1 provides an introduction and motiva-

tion of the topic of this thesis, while Chapter 2 presents a literature review and landscape of

the research field of interest, including a critical analysis of the advantages and disadvantages

of context-aware recommendations, existing models, approaches, and evaluations. The next

section, Chapter 3, focuses on the replicability and reproducibility of the research investiga-

tion. Chapter 4 introduces novel approaches and model architectures for integrating time and

other context information into various types of recommender system tasks. In Chapter 5 the

proposed novel methodologies and methods for improving training and inference performance

are discussed, as well as other large-scale issues and challenges in industrial applications. The

final section, Chapter 6, includes the main conclusions, future work, and remarks.

Chapter 2

Chapter 2 provides an overview of recommender systems. Subsection 2.1 introduces

the fundamentals and general approaches to recommender systems. The next subsection, 2.2,

explores existing context-aware recommender models. Subsection 2.3 highlights the advantages

and perspectives of context-aware recommender systems as defined by the author of the thesis,

while Subsection 2.4 provides insights into the identified disadvantages and limitations of these

approaches.

Context-aware systems offer several advantages, including increased relevance and per-

sonalization, adaptability to real-time scenarios, and improved handling of dynamic user behav-

ior. These systems are particularly effective in reducing false-negative predictions by capturing

the variability of user preferences across different contexts. Moreover, context information can

be leveraged for data augmentation, enhancing model training on sparse datasets. The integra-

tion of LLMs and GPT-based models further expands the potential of context-aware systems,

enabling richer semantic understanding and more accurate contextual inference. Additionally,

context-aware baselines and simulation tools are being developed to improve evaluation and

benchmarking, supporting both offline and online experimentation.

Despite their benefits, context-aware recommender systems face several challenges. The

formalization of context remains complex due to its multifaceted and interdependent nature,

complicating model design and evaluation. High computational demands arise from the in-

creased data dimensionality and model complexity, impacting training efficiency and inference

latency. Reproducibility is another concern, as many context-aware models lack open-source
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implementations or standardized evaluation protocols. Data scarcity also limits progress, as few

publicly available datasets include rich contextual information beyond timestamps. Further-

more, the dynamic nature of context introduces instability in model evaluation and monitoring,

while the risk of creating context-based filter bubbles raises ethical concerns regarding user au-

tonomy and diversity in recommendations.

Chapter 3

This chapter introduces the reproducibility studies on the general approach (on the ex-

ample of BPR loss function) in the subsection 3.1, the time-aware recommender approaches in

the subsection 3.2, and the graph-based and knowledge-graph-based algorithms in the subsec-

tion 3.3.

In subsection 3.1, we re-investigated matrix factorization with the BPR optimization

criterion. We successfully replicated the BPR model on the Netflix dataset from the original

BPR paper. Moreover, we analyzed open-source implementations of the BPR model, uncov-

ering inconsistencies and deviations from the original paper that hindered their performance.

Notably, implementation from the Cornac framework achieved the best performances among

third-party implementations despite differing from the original model. Also, Elliot is the only

open-source framework closely following the BPR paper. Furthermore, our investigation into all

model’s features revealed some intriguing insights. We found that the choice of regularization

and negative sampling are pivotal for the model’s performance. Surprisingly, we also discovered

that the SGD optimizer is a critical factor in achieving good results with the BPR model, as

it is tightly linked to the negative sampling process. Also, our findings demonstrate that with

proper tuning of these three features, our BPR implementation can achieve performance met-

rics close to state-of-the-art methods and even surpass some of them on several datasets. For

instance, our model statistically significantly outperforms Cornac’s results by 8.7% on ML-20M

in NDCG@100 and Mult-VAE on MSD by 10%. Moreover, our implementation showcases ex-

ceptional results on datasets with global temporal split, surpassing even Mult-VAE and EASE.

We hope these findings inspire further research into BPR-based extensions and other models

that utilize the BPR objective, such as LightGCN, GRU4Rec, and Transformers4Rec.

In subsection 3.2, we proposed a method for accounting for the user’s current tem-

poral context. The effectiveness of the method depends on the underlying algorithm and the

nature of the data. For sequential models such as GRU4Rec and TiSASRec, incorporating

the timing of the next interaction helps improve prediction quality. Conversely, for the KDA
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model, which simultaneously addresses the recommendation task and the vector representation

of the knowledge graph, this incorporation leads to a decline in quality. Notably, on large

datasets, the quality metrics of the TiSASRec model, which employs a self-attention mecha-

nism, are significantly higher than those of GRU4Rec, which consists of simpler GRU layers.

The proposed method allows for the consideration of various temporal dimensions (hour, day

of the week, month) both individually and in combination, and it operates effectively on data

from different domains with varying degrees of sparsity. Future work and directions can be

extended with respect to different values of time features, for instance, with binarization of

time intervals. Also, the perspective research area is to capture seasonality using time-aware

versions of sequential models, which is a challenging task due to the long context windows of

sequences and the default design to add time features along with each interaction instead of a

batch of interactions.

In subsection 3.3, we conducted the experiments for comparing general, graph and

knowledge-graph models based on the data from the different domains in order to evaluate

the quality of the most popular state-of-the-art models. The results demonstrated that the

selected approaches on the proposed data lag behind models such as EASE and ItemKNN

not only in training time but also in prediction quality. Furthermore, bipartite models better

capture collaborative signals compared to knowledge-graph models, which focus on training

the knowledge-graph part. The addition of features in knowledge graphs does not universally

mitigate the cold start problem across all models.

Chapter 4

This chapter is demonstrating four new proposed algorithms for context-aware recom-

mendations. In subsection 4.1, we present the time-aware and time-dependent TIFU-KNN

algorithms.

Time-aware TIFU-KNN (TIFU-KNN-TA) is easily attainable with a few adjust-

ments. Each user’s entire purchase history is divided into equal time segments of gs days.

tslastpuq corresponds to the timestamp of the last train basket of user u. Then the first group’s

baskets are distributed between tslastpuq´gs and tslastpuq. Interactions between tslastpuq´2 ¨gs

and tslastpuq´gs form the second group. Group timestamp restrictions for user u are as follows:

groupmpuq : ptslastpuq ´ pm ` 1q ¨ gs, tslastpuq ´ m ¨ gsq, m “ 0, 1, 2, . . . (1)

As a result, each user’s group size in days is fixed, but the number of baskets in each
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group and the total number of groups can vary. For the group rgpjq, the attenuation is still the

same as it is in the default TIFU-KNN. On the other hand, the group’s rb basket coefficient

has changed. Instead of the basket number, the exponent is now the number of days until the

group’s end (or natural logarithm of the number of days, depending on the hyperparameter

use_log). Let us denote the right limit of the group g from Equation 1 as rlpgq, and the

timestamp of the basket b as tspbq:

∆tspb, gq “ rlpgq ´ tspbq, (2)

rbp∆tsq “ r
∆tspb,gq

b or rbp∆tsq “ r
ln p∆tspb,gqq

b , (3)

vg “

Bpgq
ÿ

i“0

rbp∆tsq ¨ vbi
Bpgq

. (4)

Time-dependent TIFU-KNN (TIFU-KNN-TD) has two differences from Time-aware

TIFU-KNN. During the prediction stage, a timestamp of the next basket tstestpuq is served to

the model for each user. In offline experiments, this could be the moment when a user buys

test or validation baskets. Additionally, we can use the time of predictions if the experiments

are online. In order to create groups of baskets for the purpose of calculating the user vector

vnewu , tstestpuq is used instead of the maximum timestamp tslastpuq from the train. User u now

has the following group timestamp limitations:

groupmpuq : ptstestpuq ´ pm ` 1q ¨ gs, tstestpuq ´ m ¨ gsq, (5)

Thus, on the validation and test stages, the model has new vectors vnewu for each user.

However, the nearest neighbour representations are determined for tslastpuq. This is done to

prevent the need to continually recalculate the vectors of all nearby users. As a result, we

calculate vectors vnewu for the target user u using the current moment of time. However, the

vectors for nearest neighbours are only based on the training stage.

KNNpvnewu q “ tvu0 , vu1 , vu2 , ..., vuK´1
u,

vnnpvnewu q “

K
ÿ

i“0

KNNpvnewu qris

K
,

(6)

P puq “ α ¨ vnewu ` p1 ´ αq ¨ vnnpvnewu q. (7)

In this study, we demonstrated the importance of providing time-dependent and time-

aware next-basket recommendations. We made some minor adjustments to the state-of-the-art
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Figure 4.1: A general overview of the proposed TAIW model. It has two modules, the Re-
purchase Module and the Neighbourhood Module. The Repurchase Module uses the Hawkes
process to take into account the contribution of historical purchases of each item at the cur-
rent moment. Base intensity allows the estimation of relevance scores for both consumed and
unconsumed items. The final user vector is the sum of these two vectors. The Neighbourhood
Module stores vectors of all users and helps to find preferences of similar users to improve
recommendation performance.

TIFU-KNN next-basket recommender system to show the impact of time context. On three

real-world datasets, the quality of next-basket predictions was improved by merely substituting

basket number for interaction weighting using timestamp-based descent. We believe that these

findings will spur additional study into the creation of time-sensitive next-basket recommenda-

tion techniques for both the training and prediction phases.

In subsection 4.2, we introduce the Time-aware Item Weightening algorithm for the

next-basket prediction task. We define the NBR problem and describe a new model for this

task called Time-Aware Item Specific Weights (TAIW). We are inspired by the aforementioned

superiority and simplicity of TIFU-KNN, the time awareness of TIFU-KNN-TA, and the item-

specific weights in SLRC. An overview of TAIW is shown in Figure 4.1. The proposed method

has two modules: the Repurchase Module and the Neighbourhood Module, which are described

below.

Problem Definition

Let U be the set of users and V - the item set. We can represent the consumption

history of user u P U as a sequence Bu “ tpbu1 , t
u
1q, ..., pbu

|Bu|
, tu

|Bu|
qu, where buj “ tvu,j1 , ..., vu,j

|buj |
u is

an unordered set of items (in other words, a basket) purchased by user u at the corresponding
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timestamp tuj P R`. We assume that tuj ă tuj`1@j. Given a target timestamp tu
|Bu|`1, our goal is

to predict the next basket bu
|Bu|`1 of user u.

Repurchase Module

As mentioned above, there are many similarities in the repurchase behavior of different

users, namely a short-term and a long-term pattern in the distribution of inter-consumption

gaps [slrccite, 13]. The former refers to the user’s desire to repurchase the item immediately

after the previous purchase. The latter refers to the lifespan of the purchased item. It is worth

noting that these patterns vary from item to item, which means that the target time tu
|Bu|`1

may be an appropriate time to repurchase some items rather than explore new items. The aim

of the Repurchase Module of the proposed method is to learn patterns of inter-consumption

gaps for all items and to rank items according to their relevance at the target timestamp tu
|Bu|`1.

To do this, we use a scoring function similar to SLRC [slrccite], which comes from the Hawkes

process [7]. The relevance score λu,ipt
u
|Bu|`1q of item i P V for user u P U at the target timestamp

tu
|Bu|`1 can be calculated as follows:

λu,ipt
u
|Bu|`1q “ λ0

u,i ` αi

ÿ

pbuj ,t
u
j qPBu: iPbuj , tuj ătu

|Bu|`1

γipt
u
|Bu|`1 ´ tuj q, (8)

where λ0
u,i is some base intensity score of user u to buy item i. The function γi is a scoring

function of the time interval between the last basket containing item i and the prediction time.

It should be proportional to the probability of repurchasing the item after the interval. The

parameter αi is an item-specific importance factor of the repurchase component.

To properly rank items at the target time tu
|Bu|`1 according to their relevance at that

time, γi needs to fit item-specific patterns. Similar to [slrccite], we model short- and long-term

repurchase patterns with the following family of functions:

γip∆tq “ πiEp∆t| βi
q ` p1 ´ πi

qN p∆t| µi, σi
q, (9)

where Ep∆t| βiq is the probability density function (PDF) of the exponential distribution with

parameter λ “ βi, N p∆t| µi, σiq is the PDF of the Gaussian distribution with parameters

µ “ µi, σ “ σi, πi is the coefficient of the linear combination of different patterns. According to

our research on the datasets considered, for the vast majority of items, the interval between pur-

chases is exponentially distributed, indicating the dominance of short-term patterns. However,

for some items, a high repurchase frequency can be observed after rather long time intervals.

As a result, the chosen family of functions could potentially fit the majority of existing pattern
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forms.

The basic intensity λ0
u,i of user u to buy item i has been introduced in the SLRC model

for recommending new items. The authors used models such as BPR [10] and NCF [3] with

trainable user embeddings to model this basic intensity. It can be considered a limitation in

practice [11] due to the fact that this model cannot be applied to unseen users in an inductive

scenario. The proposed method gives the possibility of recommending new items by another

module. Therefore, we can consider an inductive version of TAIW without learning user-ID

based embeddings:

λu,ipt
u
|Bu|`1q “

ÿ

pbuj ,t
u
j qPBu: iPbuj , tuj ătu

|Bu|`1

γipt
u
|Bu|`1 ´ tuj q. (10)

We call the corresponding model inductive TAIW or TAIWI. We will show below that TAIWI

outperforms other state-of-the-art methods.

Neighbourhood Module

Inspired by the success [9] of user-based k-Nearest Neighbour (kNN) methods (TIFU-

KNN [5] and UPCF [1]) for NBR, we introduce a Neighbourhood Module. We define the

representation of user u P U at the target timestamp tu
|Bu|`1 as follows:

fpu, tu|Bu|`1q “ pλu,1ptu|Bu|`1q, ..., λu,|V |pt
u
|Bu|`1qq (11)

It is then possible to calculate vector representations for other users. Note that neighbours

must be calculated without information leakage from test or validation sets. For simplicity, the

neighbours’ representations can be computed at the timestamps of their last baskets from the

training set. As a result, there is a set of other users’ representations tfpu, tu
|Bu|

q| u P Uu.

Once we have the target user’s representation and the other users’ vectors, we can cal-

culate similarity scores between them. Inspired by TIFU-KNN, we define the final prediction

vector as a linear combination of the representation of the target user u at the target times-

tamp tu
|Bu|`1 and the average vector of the nearest neighbours’ representations from the set

tfpu, tu
|Bu|

q| u P Uu:

Pu “ α ˚ fpu, tu|Bu|`1q ` p1 ´ αq ˚
1

k

ÿ

ûPkNNpuq

fpû, tû
|Bû|

q, (12)

where kNNpuq is a set of k users from the training set with the smallest Euclidean distance to

the representation of the target user.
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The Repurchase Module of the proposed models has a number of trainable parameters.

These are θ “ tπ⃗, β⃗, µ⃗, σ⃗u, which refer to item-specific repurchase patterns. Unlike TAIWI,

TAIW has α⃗ and basic intensity model parameters to train. We use the BPR model to cal-

culate basic intensities in TAIW. Pairwise ranking loss is used to train the parameters of the

Repurchase Module:

L “ ´
ÿ

uPU

ÿ

pbuj ,t
u
j qPBu

ÿ

iPbuj

lnσpλu,ipt
u
j q ´ λu,i´ptuj qq, (13)

where i´ P V \pbu1 Y bu2 Y ... Y bu
|Bu|

q is a random negative element. For the TAIW model, we

include the standard L2-regularisation of the basic intensity model in L. Moreover, the Neigh-

bourhood Module provides our models with several hyperparameters: k and α. In addition,

there are such common hyperparameters as learning rate, batch size. The TAIW model includes

hyperparameters of the basic intensity model.

Figure 4.2: Inter-consumption gap distribution and estimated intensity functions for specific
Dunnhumby items.

To answer RQ1, we conducted a series of experiments according to the evaluation pro-

tocol described. Table 4.1 shows the final metrics of the considered baselines and the proposed

methods. Our TAIW and TAIWI methods outperform all baselines across all datasets and

metrics. In addition, we can define SLRC and TIFU-KNN-TA as the most powerful baseline

models. Furthermore, we demonstrate how the size of the recommendation list affects the

metrics for the most powerful baseline models and the proposed methods across all datasets.

The experiments conducted show the superiority of the proposed methods over the considered

baselines.

To study RQ2, we divided users into five equal-sized buckets according to the number

of days between the last training basket and the test basket to examine the predictive power

of the considered methods for different time gaps. User preferences can drift over tu
|Bu|`1 ´ tu

|Bu|
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Table 4.1: Metrics of the proposed models compared to the baselines. The best and the second
best models are indicated by boldface and underline respectively. ▲% shows the improvement
of our models compared to the best baseline.

D
at

as
et

Baseline
Metrics

Precision@10 Recall@10 NDCG@10

Ta
Fe

ng

GP-Pop 0.0572 0.1308 0.1084
TIFU-KNN 0.0574 0.1360 0.1179
DNNTSP 0.0502 0.1306 0.1120
SLRC 0.0621 0.1458 0.1194
TIFU-KNN-TA 0.0615 0.1503 0.1248
UPCF 0.0576 0.1365 0.1154
TAIW 0.0644 (▲3.7%) 0.1565 (▲4.1%) 0.1267 (▲1.5%)
TAIWI 0.0671 (▲8.1%) 0.1642 (▲9.2%) 0.1261 (▲1.0%)

Ta
oB

ao

GP-Pop 0.0115 0.1116 0.0741
TIFU-KNN 0.0077 0.0749 0.0524
DNNTSP 0.0002 0.0016 0.0012
SLRC 0.0116 0.1118 0.0801
TIFU-KNN-TA 0.0078 0.0763 0.0543
UPCF 0.0085 0.0824 0.0553
TAIW 0.0122 (▲5.2%) 0.1177 (▲5.3%) 0.0815 (▲1.7%)
TAIWI 0.0123 (▲6.0%) 0.1190 (▲6.4%) 0.0810 (▲1.1%)

D
H

B

GP-Pop 0.1091 0.1577 0.1490
TIFU-KNN 0.1157 0.1653 0.1613
DNNTSP 0.0613 0.0929 0.0931
SLRC 0.1192 0.1727 0.1675
TIFU-KNN-TA 0.1162 0.1705 0.1593
UPCF 0.1167 0.1663 0.1600
TAIW 0.1214 (▲1.8%) 0.1791 (▲3.7%) 0.1706 (▲1.9%)
TAIWI 0.1211 (▲1.6%) 0.1773 (▲2.7%) 0.1713 (▲2.3%)

due to specific repurchase patterns. As a result, TIFU-KNN may suffer from long gaps. On

the other hand, TIFU-KNN-TA, SLRC, and TAIW take these gaps into account. We can see

that TIFU-KNN-TA is better than TIFU-KNN for longer time intervals. The performance of

TAIW and TAIWI degrades more slowly than other models. This may indicate the importance

of adjusting the item-specific weights for the temporal context.

A series of experiments covering RQ3 were carried out to assess the importance of differ-

ent components of the proposed models. Firstly, the performance gap between the transductive

and inductive variants of the proposed models (TAIW and TAIWI) is investigated. The results

demonstrate that the difference between the models is small. As a consequence, the advantages

of the inductive model [11] can be used without loss of predictive power. Secondly, the per-
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formance of both TAIW and TAIWI without the Neighbourhood Module (SLRC and Hawkes,

respectively). This leads to the conclusion that the use of the Neighbourhood Module brings a

significant increase and robustness to the considered metrics across all datasets.

To answer RQ4, we analysed the estimated intensity functions from equation 9 for

different items from Dunnhumby, as this dataset has interpretable item categories. Figure 4.2

shows the results for cheese, toothpaste and hair conditioner. The actual distributions of the

consumption gaps and the estimated functions are quite close. We can see that all three items

have decreasing short-term repurchase patterns. However, there is an increase in repurchases

after 150-250 days for toothpaste and cheese, while hair conditioner is most often repurchased

after 50-100 days. It is worth noting that the Dunnhumby dataset includes transactions from

different households that are likely to repurchase household goods after a long period of time.

In general, TAIW parameters successfully handle different repurchase patterns for each item.

To test RQ5, we analysed the dependence of the predictive power of TAIW on the

contribution of the nearest neighbours to the prediction. Our target metrics (NDCG@10 and

Recall@10) change as a function of α hyperparameter of the Neighbourhood Module. The

resulting dependence allows us to conclude that repurchase patterns are not fully generalisable.

In fact, there is a significant drop in TAIW performance when α takes values close to zero and

the predictions depend only on the users’ neighbours. This could mean that in practice we have

a limited number of different users, which is why searching for very similar neighbours for them

can be a challenge. However, the optimal α value is less than 0.5. As a result, the contribution

of the neighbourhood is more significant than the contribution of the user representation for the

best configuration of TAIW. This could mean that repurchase patterns can still be generalised

to some extent.

In subsection 4.3, we explore the enhanced GRU4Rec and TiSASRec with incorporated

time features. We propose an augmentation to sequential recommenders that leverages temporal

information to enhance their predictive performance. Specifically, we extract the temporal

context from the timestamps associated with user-item interactions, including hour and day of

the week. We then create feature sequences T u corresponding to item sequences Su with a shift

of one element. For instance, if user u interacted with the sequence of items r1, 27, 13, 81, 64s

at the corresponding sequence of hours r12, 10, 23, 15, 19s, we shift the time sequence by one,

such that the element from it corresponds to the time of the next item in the item sequence

(see Figure 4.3).

Formally, let Su “ tsu1 , ..., s
u
|Su|

u be the sequence of interactions of user u at corresponding

timestamps T u “ ttu1 ..., t
u
|Tu|

u. We want to predict the next interaction Su
next after Su at time
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Items:

Hours:

 1    27    13    81    64 98

10    23    15    19      812

History items

History hours

Target

Figure 4.3: Sequence of hours shifted by one to the future from item sequence

tunext. When we train the models, we know both Su
next and tunext. Therefore, we could build

representations of users based on the sequence Su and the pseudo-sequence of timestamps

P u “ ttu2 ..., t
u
|Tu|

, tunextu. Note that we ignore tu1 and start P u at tu2 . This shift allows us to

insert tunext at the last position of P u. This means that when the model builds the user’s

representations based on the last item, it will also retrieve the features of the current time tunext.

As we could see, this approach adds time awareness to most of the next-item recommenders.

We use several ways to include P u in a model:

1. Concatenate item and time embeddings and halve their embedding size so that the size

of the final embedding corresponds to other dimensionalities.

2. Concatenate item and time embeddings and double size of the next layer to match the

size of the final embedding

3. Concatenate item and time embeddings and double sizes of all other embeddings

4. Sum item and time embeddings

These methods could be easily integrated into different architectures. In this paper, we

consider two popular models – GRU4Rec [4] and TiSASRec [8]. Both models take Su as input

and try to predict the next element Snext. We insert P u using the above methods and further

demonstrate the results. It should be noted that TiSASRec is already a time-aware model since

it takes into account the time between the consumption of items. However, our approach is

different since we add temporal context to the model in addition to time intervals, which is a

feature of the original TiSASRec. In this way, we can explore whether temporal context adds

value to the model that already considers time intervals, TiSASRec, and the classical sequential

model, GRU4Rec.

Due to space limitations, we could only demonstrate a limited number of experiments.

Our work could be extended in several ways. First of all, a deeper analysis of changing ranking

quality should be investigated. We would research the question of whether the model learns

some user-based temporal patterns, or it simply exploits some statistical information about the

item consumption time pattern. If the model gives higher scores for an item on a particular
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Figure 4.4: Sequence of hours shifted by one to the future from item sequence

Figure 4.5: Relevance scores from GRU4Rec
with shift (hour+day) and original GRU4Rec
for the item of category Bus Station during the
whole week

Figure 4.6: Relevance scores from GRU4Rec
with shift (hour+day) and original GRU4Rec
for the item of category Music Venue during
the whole week

weekday just because it is popular on that weekday, then it can be improved by trying to

understand the user’s temporal habits. Secondly, our experiments could be extended to other

recommenders to demonstrate their versatility. Indeed, it is not demanding for the model’s
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architecture. We hope that more experiments could prove the effectiveness of our method.

In summary, we propose a simple yet effective way to integrate the moment of using a

next-item recommender system. The proposed method can be easily integrated into most of

the previously proposed algorithms. Our results demonstrate the effectiveness of our method.

Despite our approach’s ability to improve quality on some datasets and metrics, we acknowledge

possible scenarios for future work. We hope that this work will be useful for both future research

and practical applications.

In subsection 4.4, we propose TimeKGAT. In the standard formulation of the recom-

mendation task, there is a history of user interactions with certain items. Let U be the set of

users and I be the set of items, and let H “ te|e P U Y Iu. We can represent user interactions

as a bipartite graph, where there exists an edge pu, iq P E, with E being the set of edges in the

graph, if user u has interacted with item i.

In addition to users and items for recommendations, this work incorporates external

information in the form of a knowledge graph, which can be combined with the bipartite graph

of user-item interactions. Since the knowledge graph consists of triples tph, r, tq|h, t P E , r P Ou,

where E is the set of entities and O is the set of relations in the graph, we introduce a new triple

pu, Interaction, iq. Essentially, this is an edge from the bipartite user-item graph, but with a

specified edge type. We then construct a new knowledge graph T “ tph, r, tq|h, t P G, r P Ru,

where G “ te|e P E Y Hu and R “ tr|r P O Y tInteractionuu. By interaction, we mean

purchases, clicks, and so on.

We introduce three new concepts: static relations, temporal relations, and the temporal

slice of the knowledge graph. A static relation is defined as a triple ph, r, tq P T that does not

depend on time. For example, a product may belong to a music category, which is a static

relation in the context of this work. A temporal relation is a quadruple pt
1

, h, r, tq, where t
1

is the timestamp of the relation (e.g., the time of purchase or click). In the following, we

will consider static relations as quadruples pH, h, r, tq. The temporal slice of the knowledge

graph will be a set of quadruples from the original graph that includes all static relations and

a portion of the temporal relations that fall within the time interval of the slice. Formally, let

now T “ tpt
1

, h, r, tq|h, t P G, r P R, t
1

P R Y tuu be the set of quadruples from the original

knowledge graph. Then, SpT , tfrom, ttoq “ tpt
1

, h, r, tq|pt
1

, h, r, tq P T ztpt
1

, h, r, tq|pt
1

, h, r, tq P

T , t
1

­“ H, t
1

ă tfrom _ t
1

ě ttoquu.

Let there be a set of time points for partitioning the graph tt1, t2, ..., tn´1, tn, tn`1u, where

ti ď tj @i ă j, and a set of quadruples T from some knowledge graph. The problem can then be

formulated as follows: given certain temporal slices ST
slices “ tSpT ,´8, t1q, ..., SpT , tn´1, tnqu “
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Figure 4.7: TimeKGAT

tST
t1
, ..., ST

tnu, it is necessary to predict the objects with which users will interact in the next

temporal slice, that is, in ST
tn`1

.

Architecture of TimeKGAT

TimeKGAT consists of two modules: an aggregation block, which is a convolutional

graph neural network with an attention mechanism, and a recommendation generation block

based on LSTM. The optimization of the blocks occurs separately. The architecture is visually

represented in Fig. 4.7.

Aggregation Block. The model receives a set of temporal slices ST
slices as input. In all

the works mentioned above, the same representations of entities ei P Rd are used, where ei is

the latent representation of entity i, and d is the dimensionality of the hidden representation.

However, this approach is not suitable for the scenario proposed in this work, as it is necessary

to use different representations for the same entities across different temporal slices. To address

this, we introduce several functions ft : N Ñ Rd, for t “ 1..
ˇ

ˇST
slices

ˇ

ˇ, which map entities into

different latent spaces (assigning a natural number in enumeration order to each entity). Next,

we need to define the mechanism for aggregating information from the knowledge graph. This

work employs KGAT [14], as it is one of the most popular methods for aggregating information

from knowledge graphs using convolutional techniques.
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Let us consider a specific temporal slice ST
t . For each entity in the slice h, we define the

set of its neighbors N t
h “ tph, r, sq|pt

1

, h, r, sq P ST
t u. The aggregate representation of vertex h

can then be obtained as a weighted sum of its neighbors:

eNt
h

“
ÿ

ph,r,sqPNt
h

πtph, r, sqes,t (14)

where πtph, r, sq represents the influence of neighbor s on the original vertex in slice t, and es,t

is the representation of vertex s in slice t. The influence value is calculated as follows:

π
1

tph, r, sq “ pWres,tq
T tanhpWreh,t ` erq (15)

πtph, r, sq “
exppπ

1

tph, r, sqq
ř

ph,r1 ,s1
qPNt

h
exp pπ

1

tph, r
1 , s1

qq
(16)

Similarly to GraphSage [2], the information aggregation function is represented as

fGraphSagepeh,t, eNt
h
q “ LeakyReLU

´

W peh,t}eNt
h
q

¯

(17)

Iteratively, we can obtain the final representations of vertices at various depths:

e
p0q

h,t “ ftphq (18)

e
plq
h,t “ fGraphSagepe

pl´1q

h,t , e
pl´1q

Nt
h

q (19)

Recommendation Generation Block. To obtain relevance scores for items, this

block utilizes concatenated representations of users and items for recommendations, which are

obtained from different layers of the graph convolutional neural network. Specifically, this

is represented as e˚
o,t “ e

p0q

o,t }e
p1q

o,t ...}e
plq
o,t for a given item o in slice t, where l is the number

of layers and } denotes the concatenation operation. Given a sequence of slices of size N ,

these representations are fed into an LSTM. The representation of entity o is then obtained as

yo,T “ LSTMpe˚
o,1, e

˚
o,2, ..., e

˚
o,T q at time T . The preference will be determined by the value of

the scalar product ă yu,T , yi,T ą, where u is a user and i is an item. The higher the value, the

more likely the user is to interact with the item in the next slice T ` 1. During training, the

first |ST
slices| ´ 1 slices are used, while for generating relevance scores for users during the test

period, slices 2...|ST
slices| are utilized.

Model Training Algorithm. The original KGAT trains representations sequentially:

first, the TransR representations are trained, and then the recommendation task is optimized,
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which modifies the representations of users and items. In the context of this work, a different

approach is employed: TransR representations are initially trained across all temporal slices,

and then the LSTM is optimized to learn to recommend items one slice ahead, taking into

account the previous history.

Let us assume we have a certain sequence of temporal slices ST
slices. Let Ot “ tph, r, p, nq|pt

1

, h, r, pq P

ST
t , pt

1

, h, r, nq R ST
t u. Then, we can train the TransR representations by optimizing the follow-

ing functional:

gtph, r, sq “

›

›

›
Wre

p0q

h,t ` er ´ Wre
p0q

s,t

›

›

›

2

2
(20)

LKG “
1

|ST
slices|

|ST
slices|
ÿ

t“1

ÿ

ph,r,p,nqPOt

´ log σpgtph, r, nq ´ gtph, r, pqq (21)

It is required that the unobserved edges in the graph have gt values greater than the observed

ones. This loss function allows us to achieve that.

After training the vertex representations that take into account the structure of the

graph, the next step is to optimize the recommendation task. We will select users in such

a way that each of them has made some interactions in every slice. Let Uf Ď U be the set

of such users, I be the set of all recommendation items, and Iu,t “ tpu, ip, inq|pt
1

, u, r, ipq P

ST
t , pt

1

, u, r, inq R ST
t ;u P Uf , ip, in P I, r P Ru be the set of real and false interactions of user

u at time t. The optimization occurs over the first |ST
slices| ´ 1 slices for a functional that is a

slight modification of BPR [10]:

simpu, i, tq “ă yu,t, yi,t ą (22)

Lpu, tq “
ÿ

pu,ip,inqPIu,t`1

´ log σpsimpu, ip, tq ´ simpu, in, tqq (23)

Lrec “
1

|ST
slices| ´ 1

|ST
slices|´1
ÿ

t“1

ÿ

uPUf

Lpu, tq (24)

The loss function implies that observed interactions should have relevance values greater than

those of unobserved interactions.

Limitations of the Approach. The advantage of this model is the ability to utilize

temporal structure for subsequent recommendations. However, a drawback is the high com-

putational resource requirements when training on a large number of temporal slices due to

the repetitive static relations in each of them. A possible solution to this problem is to isolate

the knowledge graph with only static relations into a separate module for reuse in each slice.
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However, this would result in the loss of the dynamics of preferences in the representations,

which are unique to each slice.

The results indicate that this approach to incorporating time into knowledge graphs

demonstrates significantly better quality. Thus, the model is capable of accounting for users’

interests in the graph, which change over time. The low quality of KGAT can be attributed to

the fact that it was not designed for forward-looking recommendation tasks.

Chapter 5

In subsection 5.1, we provide the ablation study and extensive experiments on the

enhacement of BPR loss function. An optimized implementation of the BPR (Bayesian Per-

sonalized Ranking) algorithm demonstrates the potential for up to a 50% improvement in

performance metrics on the public datasets. Moreover, the conducted ablation study provides

valuable insights into key hyperparameter configurations for training recommender models. In

particular, it highlights the importance of using regularization, adaptive negative sampling,

SGD as the optimizer, and disabling item biases for optimal performance.

In subsection 5.2, we have the results of the experiments with the ID-free embeddings.

In this research, we proposed a method of composing vectors based purely on interaction se-

quences, which can be employed in architectures of existing recommender sequential models

instead of user-specific embeddings. Our method does not require constant retraining of the

model as the number of users increases, and is memory-efficient. Extensive experiments on

3 real-world datasets reveal that the majority of evaluated models were improved in quality.

Additionally, we studied the relationship between the model’s relative improvement and item

sequence length when our method is applied. Thus, we suggest researchers experiment with

our approach in their studies by using ID-based user-specific embeddings. Our results can open

up a new research area for ablation studies on the use of user-specific embeddings in recom-

mender systems. In the future, we are going to apply our approach to more modern models

and try more complex architectures than GRU. In addition, it is essential to investigate how

high-quality and stable this approach is with an extremely small number of user interactions.
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5 CONCLUSION

Contributions

This thesis demonstrates the results of the studies on the topic of "Development of

approaches to improving the quality of contextual recommender systems and algorithms". We

proposed four novel algorithms for context-aware recommendations. The first proposed method

is a context-aware TIFU-KNN algorithm with respect to the time-aware and time-dependent

versions. It should be noted that TIFU-KNN is a frequency-based approach that surpasses

other models on the next-basket recommendations task on various open-source datasets [12, 6].

The developed methods generalized TIFU-KNN to a context-aware recommender model and

enhanced the relevance of recommendations on the real-world datasets. It demonstrates the

value of replacing ordinal number weighting of baskets with weighting based on the amount of

time between interactions and improves the quality of recommendations by introducing time

features both for training and prediction stages.

The second approach is a novel method, Time-Aware Item-based Weighting (TAIW for

short), based on the Hawkes Process and two different modules of the architecture for next-

basket recommendations. It overcomes the limitations of TIFU-KNN. To encourage repro-

ducibility and future research, we share the implementation of TAIW as well as other baselines

in our experiments online. We conducted experiments on three real-world datasets and demon-

strated the superiority of TAIW over well-tuned high-performance baselines for the NBR task

with up to 9.2% on the same datasets for Recall@k, NDCG@k and Precision@k k “ 5, 10. We

conducted an ablation study, a temporal context importance analysis and a case study to gain

insight into TAIW.

Also, we proposed a method to sequential recommenders that incorporates and leverages

temporal information to enhance their predictive performance. We add temporal context to

the models of TiSASREc and GRU4Rec in addition to time intervals, comparing several ways

to combine item and time embeddings.

We introduced a new graph-based algorithm TimeKGATLstm that uses external infor-

mation in the form of a knowledge graph, which can be combined with the bipartite graph of

user-item interactions, and includes time as an additional dimension for temporal graph slices

in order to capture the dynamics of user preferences. The experiments demonstrate better

performance than the initial KGAT on the open-source data on purchase history.

The significant contribution to reproducibility and replicability studies for graph-based,
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knowledge-graph based time-aware and general recommender systems with respect to open-

source code for all first-tier publications. The offline evaluation pipelines enabled the com-

parison of the existing and proposed algorithms due to the same datasets, quality metrics,

and the fine-tuned benchmarks and novel approaches. Our studies show that the accuracy of

knowledge-graph and graph-based models requires improvements in comparison to general ap-

proaches. Also, we released a context-aware real-world dataset TTRS based on the anonymized

purchase history of users of T-Bank.

Apart from the main experiments, we developed the inductive scenarios to address a user

cold start problem (e.g. ID-free embeddings technique and the extension of proposed TAIW

algorithms - TAIWI). These findings enable the researchers and ML engineers to implement

the enhancements for real-time recommendations.

An optimized implementation of the BPR (Bayesian Personalized Ranking) algorithm

demonstrates the potential for up to a 50% improvement in performance metrics on the public

datasets. Moreover, the conducted ablation study provides valuable insights into key hyper-

parameter configurations for training recommender models. In particular, it highlights the

importance of using regularization, adaptive negative sampling, SGD as the optimizer, and

disabling item biases for optimal performance.

The novel techniques and proposed algorithms, which incorporated time as an additional

vector, can be generalized from time-aware to other types of context-aware models (location,

environment state, etc.); however, they require more future studies and improvements.

Future Work

The findings and methodologies developed in this research on improving the quality of

contextual recommendation systems open up several promising directions for future work. One

such avenue involves exploring additional contextual factors beyond temporal signals — such as

user location, environmental conditions, and other situational features — which could further

enhance the adaptability and relevance of recommendations based on the proposed algorithms.

Another important direction is the investigation of the scalability and computational efficiency

of the newly introduced models in real-world, large-scale applications. In industrial settings,

response time and resource consumption are often critical factors for deploying recommender

systems in production. We also identify several current limitations of the proposed methods,

which highlight open research questions and opportunities for further improvement. Finally,

longitudinal studies evaluating the long-term effectiveness and user satisfaction of context-aware

29



recommendation systems could provide valuable insights into their impact on user engagement

and behavior over time. By pursuing these research directions, future work can continue to

advance the development and application of contextual recommender systems in both academic

and industrial domains.
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