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1 Introduction

1.1 Topic of the thesis

Diffusion probabilistic modeling [1, 2] is an approach to generative modeling employing stochastic
calculus [3], score matching techniques [4] and deep learning [5]. Diffusion probabilistic models
(DPMs) have recently shown impressive results in generating data belonging to various domains
including natural images [6, 7], video [8], graphs [9], molecules [10] and chirographic data [11]
to name but a few. This work studies applicability of DPMs to audio domain and focuses on
two tasks: text-to-speech synthesis and voice conversion.

In this work we introduce a generalized version of a conventional variance preserving diffusion
proposed in the seminal paper on diffusion modeling [2], develop techniques necessary to train it
and sample from it, and build a text-to-speech model based on the generalized diffusion. Then
we make proper amendments to the text-to-speech model to enable zero-shot voice conversion.
Because of iterative nature of sampling from diffusion models and complexity of the task of
synthesizing unseen voices in a zero-shot manner the resulting voice conversion model has very
low inference speed when standard sampling methods are used. To mitigate this issue, we
propose maximum likelihood sampling method allowing to accelerate inference and provide
theoretical results justifying the proposed method. Finally, this work discovers advantages of
the style transfer method relying on the optimal transport assumption when applied to the
voice conversion model.

1.2 Relevance of the work

Speech synthesis corresponds to a variety of tasks aiming at producing intelligible natural-
sounding speech conditioned on some input. For text-to-speech models input is just a text; if
additionally some reference voice sample is given as input, then a model synthesizing speech
with this reference voice is said to solve voice cloning task; if no text is given and speech content
is to be inferred from some source speech utterance and pronounced with the reference voice
also given as input, then we deal with voice conversion; handling various speech modalities like
singing or whisper as well as other relevant input types (e.g. video with people talking) also
relates to speech synthesis. The scope of this work includes text-to-speech (TTS) and voice
conversion (VC) tasks.

Speech synthesis algorithms can be divided into two main classes: concatenative speech
synthesis [12] and statistical parametric speech synthesis [13]. Algorithms belonging to the
former class suggest producing speech by concatenating pre-recorded speech units such as
diphones (pairs of consecutive phones) or triphones (triplets of consecutive phones). Despite
fairly good results of a properly designed and trained concatenative speech synthesis system, it
lacks flexibility since its performance is highly dependent on size and quality of the pre-recorded
speech unit database [14]. Statistical parametric speech synthesis (SPSS) makes use of statistical
models of speech trained with machine learning algorithms on human speech corpora. The
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process of generating speech with SPSS systems doesn’t depend on pre-recorded phones making
such systems a better choice especially when capturing different voices (including those unseen
during training), different emotions, and other speech variation is important.

Typical SPSS systems solving the text-to-speech task are composed of three main parts:

• Text analysis module. The input text should first be processed to provide a standardized
and phonetically plausible information for the subsequent generative modules. For example,
input pieces of text “4 cats” and “four cats” must be mapped into the same sequence of
phonetically meaningful units such as phonemes “fO: kæts” belonging to the International
Phonetic Alphabet (IPA). Standardizing text input (e.g. processing numbers, dates, time,
money units, phone numbers, e-mail addresses, acronyms, etc.) is called text normalization;
it is typically followed by phonemization whose result is then passed to the next module.

• Feature generation module. Instead of directly predicting raw waveform from input
phonemes it can be easier to produce some intermediate acoustic features (e.g. compressed
time-frequency features such as mel-spectrogram [15]) first. The reason is that raw
waveform itself is redundant in the sense that there are lots of waveforms corresponding
to perceptually indistinguishable speech (e.g. waveforms that differ by phase shift or
amplitude characteristics of recording devices). Furthermore, high-quality speech is
sampled at rates typically no less than 16kHz, i.e. 16000 samples per second, and the
neighbouring samples appear to be highly correlated [16], while intermediate acoustic
features sufficient to produce high-quality speech are sampled at much lower rates (typically
only hundreds of samples per second) and they are less dependent on each other which
makes it easier to synthesize them. Module trained to generate such features from input
phonemes is called an acoustic model.

• Waveform generation module. Usually, a vocoder serves as this final module converting
acoustic features into raw waveform corresponding to the input sequence of phonemes.
Vocoder [17] is an algorithm that encodes speech waveform into a compact time-dependent
representation that can be efficiently decoded back into speech waveform with minimal
loss in perceptual quality. So, apart from being a speech codec, a vocoder can be used as
a part of a TTS system if an acoustic model is designed to produce the same compact
speech representation as that utilized by this vocoder.

While first successful SPSS systems used classic machine learning models (e.g. hidden
Markov models and Gaussian mixture models [18, 19]) as vocoders and acoustic models and
employed speech signal processing techniques in their design, rapid development of deep learning
enabled fully data-driven approach based on deep neural networks [20, 21]. This work also
utilizes the mentioned approach to build the second part of the speech generation pipeline
described above, i.e. it deals with deep neural acoustic models. For the text-to-speech task
we consider models generating mel-spectrogram speech representation from input text whereas
for the voice conversion task we consider generating mel-spectrograms corresponding to the
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speech content contained in the source mel-spectrogram. In the former case, generated speech
corresponds to a single voice from the training dataset (i.e. we consider the so-called single
speaker TTS ) while in the latter case it corresponds to a voice extracted from a reference speech
sample given to the voice conversion system as input along with the source mel-spectrogram.
If both source and reference voices do not necessarily belong to the training dataset, voice
conversion is said to operate in a zero-shot manner, and it is this mode that we focus on.

Generative neural networks used for acoustic feature generation fall into two main categories:
autoregressive [21] and non-autoregressive [22, 23]. Despite being quite a natural choice because
of sequential nature of human speech, autoregressive models suffer from several problems.
Autoregressive feature generators usually rely on attention mechanism [24] whose failure can
lead to mispronunciation issues like word or phone skipping and repetition. Also, autoregressive
synthesis is prone to accumulation of errors in previously generated words or phones. Moreover,
it is not efficient in terms of inference speed. To circumvent these drawbacks, non-autoregressive
generative architectures based on variational autoencoders [25] and normalizing flows [26] have
been proposed. In this work we consider another kind of generative models, namely DPMs [2],
as acoustic models. Such a choice is motivated by the state-of-the-art results diffusion models
show in generating data belonging to other continuous domains (e.g. natural images [6] and
video [8]).

Classic diffusion models operate on data domain and do not have latent space in contrast
with the already mentioned variational autoencoders, or, for example, generative adversarial
networks [27]. This feature allows for stable training and makes components of the systems
based on DPMs more interpretable. In this work we modify one of the most successful non-
autoregressive acoustic models for the text-to-speech task called Glow-TTS [22] by replacing
normalizing flows generative engine with the one based on diffusion models resulting in the
acoustic model we call Grad-TTS. Thus, Grad-TTS model proposed in this work consists of
three parts: (i) text encoder, a module that encodes input text sequence; (ii) duration predictor,
a module performing alignment between encoded text sequence and target speech frames;
(iii) diffusion-based decoder, a module converting encoded text to mel-spectrogram. While in
Glow-TTS encoded text sequence expanded by the duration predictor does not have any clear
interpretation (it is just some latent sequence transformed to target mel-spectrogram by means
of the decoder via normalizing flows), in Grad-TTS this expanded sequence approximates target
mel-spectrogram, and this approximation is then refined by means of the diffusion-based decoder.
Such a scheme allows us to think of encoded text sequences expanded by the Grad-TTS duration
predictor as of rough mel-spectrograms. Hence, in contrast with Glow-TTS they now have a
clear interpretation. Apart from delivering better speech generation quality due to superiority
of DPMs in generative tasks in continuous domains over other generative frameworks, the choice
of a DPM as acoustic model also improves prosody to a large extent. The reason is perhaps in
the fact that it is easier to learn correct and accurate alignment between text input and generic
acoustic features (e.g. mel-spectrogram as in Grad-TTS), albeit rough, than that between text
and some latent acoustic features (as in Glow-TTS).
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As far as the voice conversion task is concerned, the duration predictor in Grad-TTS
architecture is no longer necessary – lengths of source and generated mel-spectrograms must be
the same by the task formulation, and no expansion is necessary in contrast with the TTS task
where length of input text sequence is not the same as the one of generated mel-spectrogram in
time axis. Thus, Grad-TTS modification capable of voice conversion is a classic encoder-decoder
voice conversion architecture [28, 29]: it consists of (i) source mel-spectrogram encoder, and (ii)
diffusion-based decoder conditioned on reference speech utterance. As in all encoder-decoder
voice conversion models, one of the most important and difficult tasks is to disentangle speech
content of the source mel-spectrogram from speaker identity information contained in it. In this
work “average” mel-spectrogram is proposed as the way to perform such disentanglement: the
encoder is trained to convert source mel features into “average” ones, i.e. aggregated across all
speakers in the training dataset in a phoneme-wise manner. In other words, encoded source
mel-spectrogram corresponds to the speech utterance where each phoneme is pronounced in
a speaker-independent way because its mel features are obtained by averaging mel features
corresponding to this phoneme across all speakers. This novel disentanglement method along
with powerful diffusion-based decoding leads to the state-of-the-art zero-shot voice conversion
algorithm.

Despite their excellent performance in terms of generation quality in many domains, diffusion
models are notorious for their low inference speed [7]. Classic DPMs generate data according to
iterative procedure which can be viewed as solving certain differential equation in data domain.
Depending on additional requirements on computational budget and properties of the objects to
be generated, it can be either a stochastic differential equation (SDE) or an ordinary differential
equation (ODE) [2, 30]. When general-purpose differential equation solvers are used, relatively
small step sizes are necessary to obtain generated data samples of sufficiently good quality.
It means that sampling from a diffusion model requires relatively large number of iterations,
typically no less than several hundreds [2, 7], meaning that there should be at least several
hundreds forward passes through the trained neural network which makes inference very slow.
In order to make TTS and VC diffusion models proposed in this work faster, we invent two
methods:

• Replacing conventional variance preserving (VP) diffusion model [2] with the generalized
mean-reverting variance preserving (MR-VP) one. Whereas in VP DPMs differential
equation is solved with initial condition from the standard normal prior N (0, I), MR-VP
DPM is designed in such a way that its prior is N (µ, I) where µ is some tensor having
the same dimensionality as data. Thus, if we choose MR-VP DPM as the decoder in
Grad-TTS and set mean µ of the prior to expanded encoded text sequence (i.e. rough
target mel-spectrogram), then differential equation will be solved with initial condition
that is already close to the desired mel-spectrogram in some sense which can potentially
facilitate numerical solution of this equation. In this work we derive all necessary formulae
for MR-VP DPM training and inference and show its benefits over standard VP DPM
through subjective human evaluation.
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• Utilizing DPM-specific maximum likelihood (ML) differential equation solver instead of
general-purpose solvers like Euler or Euler-Maruyama [31]. It has been established [2, 32]
that continuous-time trajectories of reverse diffusion process (the one which generates data
from the prior) are equal in distribution to those of forward diffusion process (the one which
gradually adds Gaussian noise to data) under some mild conditions. So, continuous-time
reverse diffusion parameterized by DPM backbone trained till optimality is the model
maximizing log-likelihood of continuous-time trajectories of forward diffusion. However,
sampling from a diffusion model means solving a differential equation corresponding to
reverse diffusion, which in its turn leads to discrete-time Markov chain that can lose the
mentioned maximum likelihood property. Loosely speaking, ML solver is defined as the
solver maximizing log-likelihood of discretized forward diffusion trajectories over a wide
class of solvers including Euler-Maruyama one. As seen from this informal definition, ML
solver has some optimal properties with respect to the distribution of forward diffusion
trajectories, so, unlike many popular solvers used in diffusion-related literature, it is no
longer a general-purpose one. In this work we properly define ML solver, write down and
prove some of the properties regarding its optimality and show empirically that it is better
than several popular general-purpose solvers in terms of generation quality when number
of solver steps is limited to a very small value.

The final part of the work focuses on the diffusion-based voice conversion model and its
further improvement. It has lately been hypothesized [33] that VP diffusion trajectories obtained
when generating data with VP DPM by solving ODE perform optimal transport [34] between
the prior and data distribution (given that discretization error is zero and DPM backbone is
trained till optimality). Although there are only empirical evidences supporting this statement
and, moreover, it has been proven that this optimal transport property is only approximate and
does not hold precisely for complex data distributions [35], we still find that for our MR-VP
DPM underlying the VC model making an assumption about optimal transport property of
its ODE trajectories can help to improve conversion quality, get rid of some mispronunciation
issues and improve prosody. In this work we show how exactly the mentioned assumption can
be utilized to enhance voice conversion and perform subjective human evaluation to justify the
proposed method.

1.3 Goal of the work

In summary, the goal of this work is to study benefits and drawbacks of speech synthesis systems
largely relying on diffusion probabilistic models, and propose new methods of overcoming main
of these drawbacks.

1.4 Key results and conclusions

Contributions. The contribution of this work is mostly fourfold:
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1. Two speech synthesis systems (solving the text-to-speech and voice conversion tasks)
based on diffusion probabilistic models are proposed. They show results competitive with those
of the contemporary state-of-the-art algorithms (for the text-to-speech task) or better than
those (for the voice conversion task) thus constituting a valuable empirical contribution for the
speech synthesis community.

2. Conventional variance preserving diffusion probabilistic models are generalized to a wider
class of models with the richer prior. We provide the necessary apparatus to work with this
class of models and show its benefits.

3. We present a novel DPM-specific differential equation solver, derive some of its properties
regarding log-likelihood maximization, and demonstrate its superior performance compared to
general-purpose solvers commonly used in diffusion models.

4. We show how performance of the voice conversion model can be improved by the optimal
transport assumption.
Theoretical and practical significance. The speech synthesis models proposed in this work
perform comparably or better than the state-of-the-art models known previously from the
literature, thus yielding practical significance. Furthermore, theoretically-grounded methods of
enhancing diffusion-based speech synthesis algorithms such as mean-reverting variance preserving
generalization of conventional diffusion models, or maximum likelihood DPM-specific solver
serving as the sampling method for diffusion models, allow for further generalization and
improvement and can be used not only in speech applications but in any systems relying on
diffusion probabilistic modeling.
Methodology and research methods. All the models proposed in this work were implemented
with Python programming language and PyTorch deep learning framework. Their training
and testing was done according to the standard methodology of machine learning. Standard
apparatus of probability theory and stochastic calculus was used to derive theoretical results.
Finally, subjective human evaluation was performed to assess quality of synthesized speech, and
results of this evaluation were processed by means of mathematical statistics.
Reliability of the declared results comes from rigorous proofs of theoretical statements support-
ing them, experimental setups common for speech-related literature, publicly available codes
corresponding to some of the proposed algorithms, and the clear and unambiguous way these
algorithms are presented in this work.
Key aspects/ideas to be defended:

1. The text-to-speech model Grad-TTS having DPM-based decoder and performing on par
with contemporary state-of-the-art text-to-speech models.

2. The diffusion-based voice conversion model capable of zero-shot conversion outperforming
contemporary state-of-the-art zero-shot voice conversion models.

3. The generalization of variance preserving DPMs with wider class of priors allowing for
faster synthesis.

4. The maximum likelihood DPM-specific solver allowing for faster synthesis.
5. The voice conversion model enhancement relying on the optimal transport assumption.
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Personal contribution. All algorithms and theoretical statements are obtained by the author.
In particular, the author has formulated and proven the theorem included in this work. The
design of the voice conversion model also belongs to the author. The design of the text-to-speech
model as well as the experimental part including training setup, evaluation and codes is the
result of the collaboration between all coauthors of the papers. Text of these papers is fully
written by the author of this work.
First-tier publications:

[A] Vadim Popov*, Ivan Vovk*, Vladimir Gogoryan, Tasnima Sadekova, Mikhail Kudinov
Grad-TTS: A Diffusion Probabilistic Model for Text-to-Speech // Proceedings of the 38th
International Conference on Machine Learning (ICML), pp. 8599-8608, 2021. CORE rank
A* conference.

[B] Vadim Popov, Ivan Vovk, Vladimir Gogoryan, Tasnima Sadekova, Mikhail Kudinov,
Jiansheng Wei Diffusion-based Voice Conversion with Fast Maximum Likelihood Sampling
Scheme // International Conference on Learning Representations (ICLR), 2022. CORE
rank A* conference.

[C] Vadim Popov, Amantur Amatov, Mikhail Kudinov, Vladimir Gogoryan, Tasnima Sadekova,
Ivan Vovk Optimal Transport in Diffusion Modeling for Conversion Tasks in Audio Domain
// Proceedings of the IEEE International Conference on Acoustics, Speech and Signal
Processing (ICASSP), ICASSP49357.2023.10094854, 2023. Scopus Q1 database.

* — authors with equal contribution.
Volume and structure of the work. The thesis contains an introduction, contents of
publications and a conclusion. The full volume of the thesis is 228 pages.

2 Content of the work

Section 2.1 describes one of the possible generalizations of variance preserving diffusion commonly
used in diffusion probabilistic modeling. We discuss benefits of the generalized variance preserving
diffusion in Section 2.2 also containing the detailed description of Grad-TTS – a text-to-speech
model relying on the mentioned diffusion. We introduce novel maximum likelihood DPM
solver in Section 2.3. The voice conversion model description as well as the results it achieves
by employing the mentioned solver and comparison with other popular solvers are given in
Section 2.4. Section 2.5 is devoted to a specific method applicable to various conversion tasks
in audio domain aiming at improving generation quality and relying on the optimal transport
assumption.

All missing details like proofs of theoretical statements, experimental details, architecture
parameters and supplementary materials can be found in the papers [A-C]. Paper [A] contains
information relevant to Sections 2.1 and 2.2. Paper [B] considers the topics discussed in
Sections 2.3 and 2.4. Subjects of Section 2.5 are elaborated in Paper [C].
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2.1 Mean-reverting variance preserving diffusion

The forward diffusion in the proposed diffusion probabilistic model generalizing VP DPM is
n-dimensional stochastic process Xt satisfying the following SDE:

dXt =
1

2
Σ−1(µ−Xt)βtdt+

√
βtdWt, t ∈ [0, T ] (1)

for non-negative function βt, vector µ, and diagonal matrix Σ with positive diagonal elements.
Wt stands for n-dimensional Wiener process [3] that governs the procedure of adding Gaussian
noise to clean data (represented by the value X0 of the process at initial time t = 0) according
to the SDE (1). If this SDE has a solution, then it is given by the following formula:

Xt =
(
I−e−

1
2
Σ−1

∫ t
0 βsds

)
µ+ e−

1
2
Σ−1

∫ t
0 βsdsX0 +

∫ t

0

√
βse

− 1
2
Σ−1

∫ t
s βududWs, (2)

where I denotes identity matrix. This formula can be checked by means of Itô’s calculus (all
SDEs and stochastic integrals are understood in Itô sense throughout this work). Denote

ρ(X0,Σ, µ, t) =
(
I−e−

1
2
Σ−1

∫ t
0 βsds

)
µ+ e−

1
2
Σ−1

∫ t
0 βsdsX0 (3)

and

λ(Σ, t) = Σ
(
I−e−Σ−1

∫ t
0 βsds

)
. (4)

The formula (2) implies that conditional distribution of Xt given X0 can be expressed as

Law(Xt|X0) = N (ρ(X0,Σ, µ, t), λ(Σ, t)). (5)

Thus, for any βt such that limt→∞ e−
∫ t
0 βsds = 0 we have

Xt|X0
d−→ N (µ,Σ). (6)

It means that the forward diffusion process (1) transforms any data distribution Law(X0) into
Gaussian noise N (µ,Σ) given infinite time horizon T .

Following the seminal diffusion modeling paper [2], we can use the result by Anderson [32]
who derived an explicit formula for reverse-time dynamics of a wide class of diffusion processes
to write down SDE for the reverse-time diffusion which is usually referred to simply as reverse
diffusion:

dXt =

(
1

2
Σ−1(µ−Xt)−∇ log pt(Xt)

)
βtdt+

√
βtdW̃t, t ∈ [0, T ], (7)

where W̃t is reverse-time Wiener process (i.e. backward increments W̃s − W̃t are independent of
W̃t for s < t) and pt(·) is the probability density function of random variable Xt satisfying the
forward SDE (1). Anderson’s result holds under some assumptions on solutions of Kolmogorov
equations associated with certain stochastic processes which we consider to hold for every
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forward diffusion process mentioned in this work. If we approximate ∇ log pt(Xt) with a neural
network (usually referred to as score matching network) accurately enough, then solving the
SDE (7) backwards in time starting from a sample XT ∼ N (µ,Σ) will give us a sample from
the distribution very close to data distribution Law(X0).

In many cases instead of the stochastic reverse-time dynamics (7) it is preferable to use the
deterministic one given by the following ODE (called probability flow ODE in [2]):

dXt =
1

2

(
Σ−1(µ−Xt)−∇ log pt(Xt)

)
βtdt. (8)

Generating high-quality data by solving the ODE (8) backwards in time is typically faster than
doing so by solving the SDE (7) [30].

As one can see, forward and reverse diffusions given by (1) and (7) are a generalization of
forward and reverse diffusions underlying variance preserving DPM [2]. The latter is a particular
case of our generalized DPM for µ = 0 and Σ = I and was called so because variance of noisy
data Xt is bounded at any time t ∈ [0, T ] as clear from (4). We call our generalized variance
preserving DPM mean-reverting variance preserving (MR-VP) DPM because of the µ term in
the drift coefficient of the forward diffusion (1) that pushes the diffusion process towards mean
value µ on sufficiently long time horizon.

To enable data generation it is necessary to train score matching network which we denote
by sθ. Estimating score function (i.e. gradients of log-density of noisy data ∇ log pt(Xt)) is
usually done by minimizing weighted L2 loss since it was shown that for the appropriate choice
of the weighting coefficients it is equivalent to maximum likelihood estimation [36].

The formula (5) allows us to sample noisy data points Xt given only initial data sample X0

without sampling intermediate data points {Xs}s<t. Also, Law(Xt|X0) is Gaussian meaning
that its log-density has a simple closed form. Put

Xt = ρ(X0,Σ, µ, t) + ϵt, (9)

where ϵt ∼ N (0, λ(Σ, t)). Then, according to (5), we have

∇ log pt|0(Xt|X0) = −λ(Σ, t)−1ϵt, (10)

where pt|0(·|X0) is the probability density function of the conditional distribution (5).
Thus, in accordance with score matching principles [4], to compute loss function corresponding

to diffusion time t ∈ [0, T ] and clean data point X0, we need to sample ϵt from N (0, λ(Σ, t)),
sample noisy data point Xt by the formula (9), and then compute

Lt(X0) = Eϵt

[∥∥sθ(Xt, t) + λ(Σ, t)−1ϵt
∥∥2

2

]
. (11)

In the above formula score matching network sθ is conditioned on diffusion time t and noisy
data sample Xt. However, in practice it can be beneficial to additionally condition it on the
prior parameters µ and Σ. The overall diffusion loss function is given by
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Ldiff = EX0,t [λ(Σ, t)Lt(X0)] , (12)

where X0 is sampled from training dataset and t is sampled from uniform distribution U [0, T ].
As for weighting coefficient, it is chosen proportional to 1/E

[∥∥∇ log pt|0(Xt|X0)
∥∥2

2

]
according

to common heuristics, although other options are also possible.

2.2 Text-to-speech model

To prove viability of the proposed MR-VP DPM we study a text-to-speech model resembling
Glow-TTS [22] but with normalizing flows replaced by this DPM in the decoder. We call this
model Grad-TTS and describe it in what follows. Its input is text sequence (represented by
ARPAbet phonemes) and output is mel-spectrogram [15].

Figure 1: Grad-TTS inference scheme.

The inference scheme of Grad-TTS is shown in Figure 1. First, input text sequence
is passed to the Encoder whose outputs µ̃ are used to predict duration of each letter by
means of the Duration Predictor. The outputs of the latter are used to obtain the expanded
encoded text sequence µ from µ̃ by a simple repetition procedure. The Encoder and Duration
Predictor are trained to produce µ close to the target mel-spectrogram. However, capacity
and architectures of these modules are not sufficient to generate fine-grained mel features,
therefore µ eventually becomes only a rough approximation of the target mel-spectrogram
further refined by means of the Decoder. The Decoder is a MR-VP DPM where Σ = I for
the pipeline simplicity. The corresponding score-matching network is conditioned on rough
mel features µ, i.e. sθ = sθ(Xt, µ, t). To generate mel-spectrograms with this DPM we use
the deterministic dynamics given by the ODE (8) where the score function is approximated
by sθ(Xt, µ, t). Although the prior distribution of this DPM is N (µ, I), we find it beneficial to
introduce temperature hyperparameter τ and solve the ODE starting from a sample belonging to
N (µ, τ−1 I) where τ = 1.5. A simple first-order Euler solver is used to solve the ODE backwards
in time. Mel features generated by Grad-TTS are transformed to raw waveform by HiFi-GAN
vocoder [37].
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Apart from diffusion loss Ldiff defined in (12), training Grad-TTS involves optimizing two
other losses: mean square error (MSE) loss between target mel-spectrogram and its rough
approximation µ and MSE loss on the logarithm of letters duration expressed in speech frames.
As in Glow-TTS, target duration is obtained by means of the so-called Monotonic Alignment
Search [22], a variant of Viterbi algorithm [38] finding the best alignment between unexpanded
encoded text sequence µ̃ and target mel-spectrogram.

As far as the architecture of Grad-TTS modules is concerned, its Encoder is a Transformer
with multi-head self-attention [39] and feed-forward networks replaced by convolutional ones,
the Duration Predictor is a convolutional neural network and score matching network of the
Decoder is a U-Net [40].

To evaluate performance of Grad-TTS, we train it on LJSpeech dataset – a single-speaker
dataset containing approximately 24 hours of English female voice recordings. Glow-TTS,
FastSpeech [23] and Tacotron2 [21] are chosen as the baselines contemporary to Grad-TTS.
Table 1 demonstrates the results of subjective human evaluation as well as some objective
metrics. Grad-TTS-N stands for the results of our model when N steps of the ODE solver are
used to synthesize mel-spectrograms. We can see that Grad-TTS achieves Mean Opinion Score
(MOS, evaluated on 5-point scale) comparable to that of the contemporary state-of-the-art
TTS model Tacotron2 and outperforms other baselines when as few as 10 solver steps are
used which corresponds to a real-time factor (RTF, equals to number of seconds necessary to
synthesize 1 second of speech) 0.033 on a single GPU. Furthermore, Grad-TTS has significantly
less parameters than all the baselines and achieves better test set log-likelihood than Glow-TTS
despite the fact that it does not directly optimize likelihood during training in contrast with
Glow-TTS. Also, subjective evaluation revealed that speech synthesized by Grad-TTS sounds
much less robotic and has much fewer stress mistakes than the one generated by Glow-TTS.
We explain it by Grad-TTS design where alignment is performed between text and rough mel
features which are generic for speech tasks rather than between text and Glow-TTS latent
features.

Table 1: TTS models comparison. MOS is given with 95% confidence intervals.

Model Encoder Decoder RTF Log-likelihood MOS
Grad-TTS-1000

7.2m 7.6m

3.663

0.174± 0.001

4.44± 0.05
Grad-TTS-100 0.363 4.38± 0.06
Grad-TTS-10 0.033 4.38± 0.06
Grad-TTS-4 0.012 3.96± 0.07
Glow-TTS 7.2m 21.4m 0.008 0.082 4.11± 0.07
FastSpeech 24.5m 0.004 − 3.68± 0.09
Tacotron2 28.2m 0.075 − 4.32± 0.07

Ground Truth − − − 4.53± 0.06

Finally, we trained Grad-TTS with standard VP DPM as its Decoder and performed
subjective human evaluation to compare MR-VP DPM and VP DPM and show the benefits of
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the former. When number of solver steps N is large, there is no significant difference between
Grad-TTS with VP DPM and MR-VP DPM backbones. However, when N gets smaller, MR-VP
DPM shows better performance. In particular, for N=10 assessors preferred speech samples
generated by MR-VP Grad-TTS in 93.8% of cases during A/B testing while in only 5.7% of cases
VP Grad-TTS was considered a better model. It can be explained by the fact that in MR-VP
Grad-TTS sampling starts from random samples belonging to N (µ, I) where µ is already a fair
approximation to what we want to generate, i.e. starting point of the solver is in some sense
already close to its final point, whereas the prior of VP Grad-TTS is N (0, I) whose mean is not
as close to mel-spectrogram we want to synthesize as µ. We suppose that using MR-VP DPMs
can in general be beneficial for a variety of tasks when it is easy to obtain a rough data sample,
but relatively difficult to refine it (e.g. audio upsampling, image super-resolution, etc.)

2.3 Maximum likelihood DPM solver

Sampling from a diffusion model is known to be slow [6] when exceptionally fine quality is
necessary. Even for such relatively small model as Grad-TTS for as few as 10 solver steps
inference is fast only on GPU, but on CPU it is slower than real-time (RTF > 1). Therefore it is
essential to investigate ways of accelerating DPMs, and one of the most important research areas
in this direction is investigating various ODE and SDE solvers used for sampling from DPMs.
We propose a fixed-step first-order SDE solver maximizing log-likelihood of sample paths of the
forward diffusion. This DPM-specific solver differs from general-purpose Euler-Maruyama SDE
solver [31] by infinitesimally small values which can however become significant when number of
solver steps is small.

For the sake of brevity we provide the results and formulae for VP DPMs, but it is
straightforward to extend this case to other popular DPM types such as variance exploding
(VE) or sub-VP DPMs [2] as well as to MR-VP DPM proposed in Section 2.1. Consider the
following forward and reverse SDEs defined in Euclidean space Rn for t ∈ [0, 1]:

dXt = −
1

2
βtXtdt+

√
βtd
−→
Wt , (13)

dX̂t =

(
−1

2
βtX̂t − βtsθ(X̂t, t)

)
dt+

√
βtd
←−
Wt , (14)

where βt is non-negative function,
−→
W and

←−
W are forward and reverse-time Wiener processes

correspondingly, and sθ is a score matching network.
The explicit solution of the forward SDE (13) can be written as

Law(Xt|Xs) = N (γs,tXs, (1− γ2s,t) I), γs,t = exp

(
−1

2

∫ t

s

βudu

)
, (15)

for all 0 ≤ s < t ≤ 1 implying that the prior of this DPM is standard normal distribution N (0, I)

(if limt→∞ γ0,t = 0 which we assume to hold). The score matching network sθ parameterizing
the reverse SDE (14) is usually trained to approximate gradients of the log-density of noisy data
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points Xt by minimizing weighted L2 loss:

θ∗ = argmin
θ

∫ 1

0

λtEXt∥sθ(Xt, t)−∇log pt(Xt)∥22dt, (16)

where the expectation is taken with respect to noisy data distribution Law(Xt) with the
probability density function pt(·) and λt is some positive weighting function.

One of the possible ways of sampling from a VP DPM consists in solving the reverse SDE (14)
backwards in time starting from X̂1 ∼ N (0, I). Theorem 1 demonstrates that we can make use
of the information about the forward diffusion (13) to design a novel reverse SDE (14) solver
which is better than the general-purpose Euler-Maruyama one in terms of log-likelihood of the
discretized forward diffusion trajectories.

For 0 ≤ s < t ≤ 1 and 0 < h ≤ t ≤ 1 define

µs,t = γs,t
1− γ20,s
1− γ20,t

, νs,t = γ0,s
1− γ2s,t
1− γ20,t

, σ2
s,t =

(1− γ20,s)(1− γ2s,t)
1− γ20,t

, (17)

κ∗t,h =
νt−h,t(1− γ20,t)

γ0,tβth
− 1, ω∗

t,h =
µt−h,t − 1

βth
+

1 + κ∗t,h
1− γ20,t

− 1

2
,

(σ∗
t,h)

2 = σ2
t−h,t +

1

n
ν2t−h,tEXt [Tr (Var (X0|Xt))] ,

(18)

where n is data dimensionality, Var (X0|Xt) is the covariance matrix of the conditional data
distribution Law(X0|Xt) and the expectation EXt [·] is taken with respect to the noisy data
distribution Law(Xt). With this notation, the following theorem holds:

Theorem 1. Consider a DPM characterized by SDEs (13-14) with reverse diffusion trained till
optimality, i.e. θ = θ∗ given by (16). Let N ∈ N be any natural number and h = 1/N . Consider
the following class of fixed step size h reverse SDE solvers parameterized with triplets of real
numbers {(κ̂t,h, ω̂t,h, σ̂t,h)|t = h, 2h, .., 1}:

X̂t−h = X̂t + βth

((
1

2
+ ω̂t,h

)
X̂t + (1 + κ̂t,h)sθ∗(X̂t, t)

)
+ σ̂t,hξt, (19)

where t = 1, 1− h, .., h and ξt are i.i.d. samples from N (0, I). Then:

(i) Log-likelihood of sample paths X = {Xkh}Nk=0 under generative model X̂ defined in (19) is
maximized for κ̂t,h = κ∗t,h, ω̂t,h = ω∗

t,h and σ̂t,h = σ∗
t,h.

(ii) Assume that the SDE solver (19) starts from random variable X̂1 ∼ Law (X1). If X0 is a
constant or a Gaussian random variable with diagonal isotropic covariance matrix (i.e.
δ2 I for δ > 0), then generative model X̂ is exact for κ̂t,h = κ∗t,h, ω̂t,h = ω∗

t,h and σ̂t,h = σ∗
t,h.

This theorem establishes optimality of the reverse SDE solver (19) with the parameters
(18) in terms of log-likelihood of sample paths X = {Xkh}Nk=0, therefore we call it maximum
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likelihood (ML) solver. It is worth noting that the theorem deals with discrete-time models (SDE
solvers) and discrete-time paths {Xkh}Nk=0 whereas optimality of continuous-time model (14) on
continuous-time paths {Xt}t∈[0,1] (13) is guaranteed for the model with parameters θ = θ∗ by
Anderson’s result [32] as shown in [2].

The class of reverse SDE solvers considered in Theorem 1 is rather broad: it is the class
of all fixed-step solvers whose increments at time t are linear combination of X̂t, sθ(X̂t, t) and
Gaussian noise with zero mean and diagonal isotropic covariance matrix. As a particular case
it includes Euler-Maruyama solver (κ̂t,h ≡ 0, ω̂t,h ≡ 0, σ̂t,h ≡

√
βth) and it can be shown that

for fixed t and h → 0 we have κ∗t,h = ō(1), ω∗
t,h = ō(1) and σ∗

t,h =
√
βth(1 + ō(1)), so the ML

SDE solver significantly differs from the general-purpose Euler-Maruyama solver only when N
is rather small or t has the same order as h, i.e. on the final steps of DPM inference.

The result (ii) from Theorem 1 strengthens the result (i) for some particular data distributions,
but it may seem useless since in practice data distribution is far from being constant or Gaussian.
However, in case of generation with strong conditioning the assumptions on data distribution
may become viable: in the limiting case when a model is conditioned on c = ψ(X0) for an
injective function ψ, random variable X0|c becomes a constant ψ−1(c). Also, although in
principle it is necessary to estimate the data-dependent term in the expression (18) for σ∗

t,h(it
cannot be computed analytically for any real-world data distribution), in practice in case of
rather strong conditioning this term can be neglected as will be shown empirically in Section 2.4
for the voice conversion task.

2.4 Voice conversion model

Speech synthesis with a single voice from the training dataset is known to be a much simpler task
than synthesis with multiple voices, so in order to explore capabilities of ML solver described
in Section 2.3 we apply it to Grad-TTS modification serving as a voice conversion model. We
describe this modification in what follows.

One of the most popular approaches to enable voice conversion in a zero-shot manner is to
incorporate speaker embedding typically extracted by some speaker verification network [41] into
an encoder-decoder model with encoder extracting speaker-independent linguistic features and
speaker-dependent decoder converting these features into speech. There are two main challenges
in such a framework: to disentangle source speaker characteristics and linguistic content in
encoder and to successfully reproduce reference speaker timbre by decoder. In the approach
we propose the first challenge is solved by introducing the so-called “average” mel features and
the second one – by utilizing MR-VP DPM conditioned on reference speaker embedding as a
decoder backbone. Our approach that we’ll refer to as Diff-VC is summarized in Figure 2.

Diff-VC model consists of the Average Voice Encoder converting source mel-spectrogram
X0 into an “average” one X̄, the MR-VP DPM with the prior N (X̄, I) playing the role of the
Decoder with score matching network sθ conditioned on the prior mean X̄ and the embedding
of the reference speaker, and the Speaker Encoder network converting reference speech sample
into the mentioned above embedding.
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Figure 2: Diff-VC model training and inference. Y stands for the training mel-spectrogram at
training and the reference mel-spectrogram at inference. Speaker conditioning in the Decoder
is enabled by the Speaker Encoder gt(Y ). Dotted arrows denote operations performed only at
training.

The Average Voice Encoder is a Transformer [39] trained with MSE loss to convert source
mel-spectrograms into “average” ones obtained as follows: (i) Montreal Forced Aligner [42] is
applied to a large-scale multi-speaker dataset to align speech frames with phonemes; (ii) for each
particular phoneme we aggregate its mel features across the whole dataset to obtain “average”
mel features. Loosely speaking, the Average Voice Encoder transforms input speech fragment
into the one where each phoneme is pronounced in a unified averaged across a large number of
speakers (and thus almost speaker-independent) way.

The Decoder is the MR-VP DPM having the same score matching network as the one
in Grad-TTS with the exception that it is additionally conditioned on the reference speaker
embedding produced by the Speaker Encoder and it is much larger because of the zero-shot voice
conversion task complexity. The Speaker Encoder is a convolutional neural network whose input
is reference mel-spectrogram and reference speaker embedding extracted by the pre-trained
speaker verification network [41]. The Speaker Encoder is also conditioned on the diffusion time
t and trained jointly with the Decoder by minimizing diffusion loss function. We chose to utilize
speaker embeddings obtained by the pre-trained speaker verification network as the Speaker
Encoder input to take advantage of huge multi-speaker corpora speaker verification networks
are usually trained on. The output features produced by Diff-VC Decoder are converted to raw
waveform by HiFi-GAN vocoder.

To evaluate the proposed Diff-VC voice conversion model, we compare it with several
baselines. In Table 2 Diff-VC is compared with AGAIN-VC [28], Fragment-VC [29] and
VQMIVC [43]. These baseline models were trained on a small-scale VCTK dataset containing
slightly more than 100 speakers. Diff-VC-VCTK-ML-N stands for Diff-VC model also trained
on VCTK synthesizing speech using N steps of the ML solver tailored to the MR-VP DPM
underlying Diff-VC Decoder (with the data-dependent term in (18) omitted). Table 3 shows the
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Table 2: Subjective evaluation (MOS) of zero-shot VC models trained on VCTK with 95%
confidence intervals.

Model Naturalness Similarity
AGAIN-VC 1.87± 0.03 1.75± 0.04
FragmentVC 1.91± 0.03 1.93± 0.04
VQMIVC 2.48± 0.04 1.95± 0.04

Diff-VC-VCTK-ML-6 3.39± 0.04 2.69± 0.05
Diff-VC-VCTK-ML-30 3.44± 0.04 2.71± 0.05

Ground truth 4.55± 0.05 4.52± 0.07

Table 3: Subjective evaluation (MOS) of zero-shot VC models trained on large-scale datasets
with 95% confidence intervals.

Model Naturalness Similarity
Diff-VC-LibriTTS-EM-6 1.57± 0.02 1.47± 0.03
Diff-VC-LibriTTS-PF-6 2.99± 0.03 2.50± 0.04
Diff-VC-LibriTTS-ML-6 3.80± 0.03 3.27± 0.05
Diff-VC-LibriTTS-ML-30 4.02± 0.03 3.39± 0.05

BNE-PPG-VC 3.83± 0.03 3.03± 0.05

results of the proposed model in comparison with those of the contemporary state-of-the-art
model BNE-PPG-VC [44] trained on large-scale multi-speaker datasets including LibriTTS.
Diff-VC-LibriTTS-X-N stands for the results synthesized by Diff-VC trained on LibriTTS (it
contains around 1150 speakers) using N steps of solver X where X takes one of three possible
values: EM means Euler-Maruyama solver for MR-VP SDE (7) corresponding to the DPM
with the prior N (X̄, I) used in our model, PF stands for Euler solver for the probability flow
MR-VP ODE (8), and ML denotes the same ML solver that was used with the model trained on
VCTK. All evaluation is subjective and done by human assessors. Both speech naturalness and
speaker similarity are measured on 5-point scale. Tables 2 and 3 demonstrate that the proposed
diffusion-based voice conversion model shows performance superior to that of the contemporary
state-of-the-art model and still works satisfactorily even when trained on a relatively small-scale
dataset. Moreover, Table 3 shows that the proposed maximum likelihood solver is significantly
better than its counterparts when number of solver steps is extremely small which, combined
with the fact that it requires no fine-tuning or additional computations at inference, makes it a
good option when it is necessary to accelerate DPMs with little or no effort.

2.5 Voice conversion under optimal transport assumption

Despite its good synthesis quality, Diff-VC has some problems arising from its design. The
Average Voice Encoder sometimes makes mistakes when source speech utterance is pronounced
fast or in a non-standard way (e.g. with a specific accent). The reason is that although it was
trained on quite a large speech corpus, it still did not encounter every possible way of particular
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phones pronunciation during training. Also, sometimes the Average Voice Encoder confuses
phones with similarly sounding ones (e.g. “m” and “n”). The reason is that it was trained
on the alignment between phonemes and speech frames produced by some speech recognition
model, hence its performance is bounded from above by that of the latter. In order to solve the
mentioned problems we propose an improved way of sampling from the voice conversion model
based on the assumption that trajectories of the probability flow ODE of the corresponding
MR-VP DPM perform optimal transport mapping between its prior and data distribution.

The particular case of optimal transport problem [34] we are interested in can be formulated
as follows. Consider Euclidean space Rn and two probability measures µ and ν. The optimal
transport map S : Rn → Rn between µ and ν is then defined as solution of the following
optimization problem: ∫

c (x, S(x))µ(x)dx→ inf
S
, (20)

where infimum is taken over all µ-measurable transport maps S such that ν = S#µ (i.e.
ν(A) = µ(S−1(A)) for all measurable sets A) and c : Rn × Rn → R+ is Euclidean distance cost
function. Intuitively, the optimal transport map S transforms probability distribution defined
by µ into that defined by ν by moving each point x ∈ Rn so that the mean (with respect to µ)
squared distance travelled by each point is minimal.

It was empirically shown [33] that probability flow ODE corresponding to VP DPM perform
almost optimal transport between initial and terminal distributions Law(X̂0) and Law(X̂1) of
reverse diffusion X̂. It means that if we start generation from noise samples z ∼ Law(X̂1) by
solving the probability flow ODE on the unit time interval backwards in time, then generated
data samples X̂0 will on average be almost as close to the noise samples z they were generated
from as possible. This property can be used for style transfer. Suppose we trained two DPMs
with the same prior π – one for generating objects from the source domain S and the other for
generation from the target domain T . If we solve the probability flow ODE corresponding to
the source domain DPM starting from the sample XS

0 belonging to the source domain forward
in time, take the resulting sample z and the probability flow ODE corresponding to the target
domain DPM and generate X̂T

0 by solving this ODE backwards in time starting from X̂1 = z,
then XS

0 will likely be close to z which in its turn will likely be close to X̂T
0 . Thus, the generated

sample X̂T
0 will likely be close (in terms of Euclidean distance in Rn) to the source sample XS

0 .
It was demonstrated [33] that in case of VP DPMs trained on class-conditional image generation
task this fact leads to transferring some high-level features of the source image like pose and
texture to the generated image. The described pipeline is summarized in Figure 3.

The optimal transport assumption for MR-VP DPMs enables voice conversion according
to the scheme described above. Instead of generating speech by solving the reverse SDE with
ML solver backwards in time starting from the prior as in Section 2.4, we now solve two ODEs:
first we solve the probability flow ODE parameterized by the score function conditioned on the
source speaker forward in time starting from the source mel-spectrogram, then we solve the
probability flow ODE parameterized by the score function conditioned on the reference speaker
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Figure 3: Top row: generating a cat image from noise z obtained as solution of the forward ODE
corresponding to the DPM trained on dog images. Bottom row: generating a cat image from a
random sample z′ from the prior distribution π. The top cat image borrows some high-level
features from the source dog image while the bottom one is just a randomly sampled cat image.

Table 4: Mean Opinion Scores for voice conversion algorithms with 95% confidence intervals.

Naturalness Similarity Prosody

VQMIVC 2.71± 0.06 2.65± 0.07 3.26± 0.06
BNE-PPG-VC 3.46± 0.05 3.33± 0.06 3.53± 0.06

Diff-VC-RANDOM 3.33± 0.05 3.46± 0.06 3.34± 0.06
Diff-VC-OT 3.58± 0.05 3.60± 0.06 3.55± 0.06

backwards in time starting from the solution obtained in the first stage. This voice conversion
scheme has an apparent drawback – it requires larger number of forward passes through the
trained score matching network than standard voice conversion. However, it appears to provide
better voice conversion quality as demonstrated in Table 4. We compared performance of
Diff-VC introduced in Section 2.4 and BNE-PPG-VC and VQMIVC models mentioned there in
terms of speech naturalness, speaker similarity and source prosody preservation as evaluated on
5-point scale. Diff-VC-OT speech samples synthesized by Diff-VC according to the described
scheme under optimal transport assumption clearly outperform Diff-VC-RANDOM samples
obtained by a standard sampling procedure, and there is improvement in all three measured
aspects. This result implicitly supports the hypothesis that optimal transport property holds
approximately for MR-VP DPM underlying the voice conversion model Diff-VC similarly to VP
DPMs underlying image generation models [33] and helps to reduce confusion between similarly
sounding phones in the generated speech and better preserve prosody of source speech utterance.

3 Conclusion

The main results of this work can be summarized as follows.
1. We proposed a generalization of variance preserving diffusion probabilistic model allowing
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for a richer family of priors. Next, we built two speech synthesis models solving text-to-speech
and zero-shot voice conversion tasks based on the generalized diffusion models and showed that
they are competitive with contemporary state-of-the-art algorithms solving corresponding tasks
through extensive evaluation. We also compared performance of the proposed text-to-speech
model with that of similar model relying on a classic variance preserving diffusion and found
that the former allows for faster synthesis due to a good choice of the mean of its prior. Thus, we
suppose that the proposed generalization can be helpful in cases when it is clear what diffusion
prior parameters can lead to faster generation.

2. We introduced a stochastic differential equation solver maximizing log-likelihood of sample
paths of forward diffusion and provided all results and formulae necessary to apply it to a wide
range of the most common diffusion model types. In particular, we applied it to the proposed
voice conversion model and showed its advantages in terms of number of solver steps necessary
to generate high-quality speech over general-purpose differential equation solvers.

3. We studied a specific approach to voice conversion relying on the optimal transport
assumption. Despite state-of-the-art results the diffusion-based voice conversion model showed,
it has several issues like mispronunciation or poor source prosody preservation because its
encoder can be viewed as a low capacity proxy to a certain speech recognition model. Subjective
human evaluation showed that applying the mentioned approach to the voice conversion model
led to better conversion quality due to the fact that it is supposed to perform optimal transport
mapping between source speakers’ speech and that of the target speakers.
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