Electrophysiological precursors of social conformity

Anna Shestakova,1,2 Jörg Rieskamp,3 Sergey Tugin,1 Alexey Ossadtchi,1,4 Janina Krutitskaya,1 and Vasily Klucharev3

1Department of Higher Nervous Activity and Psychophysiology, Saint Petersburg State University, Saint Petersburg, Russia, 2Centre for Magnetoencephalography, The Moscow State University of Psychology and Education, Moscow, Russia, 3Department of Psychology, University of Basel, Basel, Switzerland, and 4Institute for Problems of Mechanical Engineering, Russian Academy of Sciences, Saint Petersburg, Russia

Humans often change their beliefs or behavior due to the behavior or opinions of others. This study explored, with the use of human event-related potentials (ERPs), whether social conformity is based on a general performance-monitoring mechanism. We tested the hypothesis that conflicts with a normative group opinion evoke a feedback-related negativity (FRN) often associated with performance monitoring and subsequent adjustment of behavior. The experimental results show that individual judgments of facial attractiveness were adjusted in line with a normative group opinion. A mismatch between individual and group opinions triggered a frontocentral negative deflection with the maximum at 200 ms, similar to FRN. Overall, a conflict with a normative group opinion triggered a cascade of neuronal responses: from an earlier FRN response reflecting a conflict with the normative opinion to a later ERP component (peaking at 380 ms) reflecting a conforming behavioral adjustment. These results add to the growing literature on neuronal mechanisms of social influence by disentangling the conflict-monitoring signal in response to the perceived violation of social norms and the neural signal of a conforming behavioral adjustment.

Keywords: conformity; social influence; feedback-related negativity (FRN); medial frontal cortex; reinforcement learning

INTRODUCTION

People’s decisions are often guided by social norms and the behavior of others (Ajzen and Fishbein, 1980; Cialdini and Goldstein, 2004). Recent neuroimaging studies have begun to uncover the neural mechanisms of various forms of social influence (Berns et al., 2005; Behrens et al., 2008; Klucharev et al., 2008; Klucharev et al., 2009; Berns et al., 2010; Burke et al., 2010a; Campbell-Meiklejohn et al., 2010; Biele et al., 2011; Klucharev et al., 2011). In this study, we further explored the neuronal mechanisms of conformity, that is the act of changing one’s behavior to match the behavior or opinions of other people (Cialdini and Goldstein, 2004).

Recent neuroimaging studies have suggested that conformity and other forms of social influence involve the activity of reward- and performance-monitoring neural circuitry (Klucharev et al., 2009; Burke et al., 2010b; Campbell-Meiklejohn et al., 2010). Klucharev et al. (2009), for instance, demonstrated that conformity is associated with a neuronal response in the posterior medial frontal cortex and the ventral striatum areas known to be involved in reward monitoring, reinforcement learning and the evaluation of behavioral outcomes. Other functional magnetic resonance imaging (fMRI) studies showed that activity of the posterior medial frontal cortex reflects individuals’ tendencies to change their opinion in the presence of others’ opinions (Berns et al., 2010; Campbell-Meiklejohn et al., 2010) or others’ advice (Behrens et al., 2008). Interestingly, the posterior medial frontal cortex is also involved in cognitive dissonance—an important cognitive mechanism underlying social influence (van Veen et al., 2009; Izuma et al., 2010). Overall, there is a growing support for the hypothesis that the reward- and performance-monitoring neural circuitry (including the posterior medial frontal cortex) is involved in various forms of social influence.

Previous fMRI and event-related potential (ERP) studies suggested that the posterior medial frontal cortex has a specific role in performance monitoring. Activity of the posterior medial frontal cortex reflects a need for behavioral adjustments when the goal of an action was not achieved (Kerns et al., 2004; Ridderinkhof et al., 2004; Brown and Braver, 2005; Cohen and Ranganath, 2007; di Pellegrino et al., 2007). Importantly, the magnitude of the activity of the posterior medial frontal cortex has also been shown to predict the strength of subsequent behavioral adjustments during simple choice decisions (O’Doherty et al., 2003; Kerns et al., 2004; Cohen and Ranganath, 2007). The reinforcement learning theory of performance monitoring suggests that medial frontal cortex activity indicates whether an action outcome is worse or better than expected (Holroyd and Coles, 2002). A ‘prediction error’ signal at the medial frontal cortex can be measured as a negative ERP on the scalp that has been called feedback-related negativity (FRN; see, e.g. Miltner et al., 1997; Cohen and Ranganath, 2007). The FRN amplitude tends to correlate strongly with a negative prediction error only marginally with a positive prediction error (Chase et al., 2011). In general, FRN is a negative shift in the ERP occurring 200–400 ms after receiving negative performance feedback (Miltner et al., 1997). FRN shares a functional and spatial relationship with ERP (error related negativity)—a negative ERP associated with error processing after the commission of an incorrect response in forced choice reaction time tasks (e.g. Gentsch et al., 2009).

Both source localization and fMRI studies have confirmed that FRN/ERN is generated in the posterior medial frontal cortex (rostral cingulate zone; Gehring and Willoughby, 2002; Holroyd et al., 2004; van den Bos et al., 2009; Roger et al., 2010). Interestingly, the same area is also involved in conformity and general behavioral adjustments (e.g. Ridderinkhof et al., 2004; Klucharev et al., 2009).

Here, we studied how individual judgments of facial attractiveness are modulated by the group opinion. Past research on social influence has shown that people systematically change behavior and opinions in line with the normative opinion of a group to receive the group’s approval and support (Cialdini and Goldstein, 2004). Thus, according to the social influence hypothesis, people should on average show a tendency to adjust subjective judgments of facial attractiveness when
Participants in writing. The start of the experiment, each participant gave her informed consent to study human perception of attractiveness. During an EEG session (details described below), participants were exposed to a series of 222 photographs of female faces (stimuli duration = 2 s, inter-trial interval = 2.5–3.0 s, overall duration of the session = 38 min).

Participants were instructed to rate each face on an eight-point scale ranging from 1 (very unattractive) to 8 (very attractive); for details see also Klucharev et al., 2009. Participants indicated their rating by pressing the appropriate button. The participant’s rating (initial rating, green rectangular frame) was visualized on the screen immediately after the face stimulus. At the end of each trial, the participant was informed (with a blue rectangular frame) about the average rating of the same face given by a large group of students from the same Russian university (group rating). The difference between the participant’s and the group rating was additionally indicated by a score above the scale (0, ±2 or ±3 points). Importantly, the frame and the number indicating the deviation from the group opinion appeared for both ‘conflict’ and ‘no-conflict’ trials.

Actual group ratings were programmed using the following criteria: in 33% of the trials the group ratings agreed with the participant’s ratings, whereas in 67% of the trials the group ratings were pseudo-randomly above or below the participant’s ratings by ±2 or ±3 points. This was performed using an adaptive algorithm that kept the overall ratio of ‘more negative’ or ‘more positive’ group ratings approximately equal during the experiment for every participant. We informed participants that group ratings that matched their own rating within the range of ±1 point would produce a frame of the group rating that would visually overlap with the frame of the participant’s own rating. Participants were not informed about the real purpose of the experiment or the manipulation of the group ratings. All participants were debriefed after the experiment. All photographs were randomized across participants and conditions. They were presented on a 14 inch computer monitor at a distance of ~60 cm from the participant’s face. Fifteen minutes after the ERP session in an unannounced subsequent behavioral session, participants were instructed to again rate (self-paced) the attractiveness of the same faces presented in a new randomized order without the normative ratings (subsequent rating).

Our experimental design follows social psychological studies investigating persuasion, where participants are informed about a dominant behavior in a group (Cialdini, 2007). In this study, we investigated descriptive social norms sending the message ‘If a lot of people are doing this, it’s probably a wise thing to do’. Importantly, attractiveness is a socially important facial feature (Langlois et al., 2000); judgments of facial attractiveness are fast, effortless and consistent across people (Willis and Todorov, 2006). Therefore, a mismatch between individual judgments of facial attractiveness and group opinion should create a strong normative conflict. Despite the formal structure, our task has a social nature, as demonstrated by previous studies (Klucharev et al., 2009).

At the beginning of the experiment, the participants were asked to fill out the Edinburgh Handedness Inventory (Oldfield, 1971) and the Russian version of Spielberger’s State–Trait Anxiety Inventory to assess handedness and the level of anxiety, respectively (Spielberger et al., 1970). Previous studies demonstrated that FRN is modulated by individual level of anxiety (Hajcak et al., 2003; Gu et al., 2010a,

In contrast, within-gender ratings of attractiveness can be generalized to other types of conforming behavior.

Experimental procedure

Each experimental session started with the experimenter informing the participants about the experimental procedure. Participants were told that they were participating in a project entitled ‘Seeing Beauty’ to study human perception of attractiveness. During an EEG session (details described below), participants were exposed to a series of 222 photographs of female faces (stimuli duration = 2 s, inter-trial interval = 2.5–3.0 s, overall duration of the session = 38 min).

Participants were instructed to rate each face on an eight-point scale ranging from 1 (very unattractive) to 8 (very attractive); for details see also Klucharev et al., 2009. Participants indicated their rating by pressing the appropriate button. The participant’s rating (initial rating, green rectangular frame) was visualized on the screen immediately after the face stimulus. At the end of each trial, the participant was informed (with a blue rectangular frame) about the average rating of the same face given by a large group of students from the same Russian university (group rating). The difference between the participant’s and the group rating was additionally indicated by a score above the scale (0, ±2 or ±3 points). Importantly, the frame and the number indicating the deviation from the group opinion appeared for both ‘conflict’ and ‘no-conflict’ trials.

Actual group ratings were programmed using the following criteria: in 33% of the trials the group ratings agreed with the participant’s ratings, whereas in 67% of the trials the group ratings were pseudo-randomly above or below the participant’s ratings by ±2 or ±3 points. This was performed using an adaptive algorithm that kept the overall ratio of ‘more negative’ or ‘more positive’ group ratings approximately equal during the experiment for every participant. We informed participants that group ratings that matched their own rating within the range of ±1 point would produce a frame of the group rating that would visually overlap with the frame of the participant’s own rating. Participants were not informed about the real purpose of the experiment or the manipulation of the group ratings. All participants were debriefed after the experiment. All photographs were randomized across participants and conditions. They were presented on a 14 inch computer monitor at a distance of ~60 cm from the participant’s face. Fifteen minutes after the ERP session in an unannounced subsequent behavioral session, participants were instructed to again rate (self-paced) the attractiveness of the same faces presented in a new randomized order without the normative ratings (subsequent rating).

Our experimental design follows social psychological studies investigating persuasion, where participants are informed about a dominant behavior in a group (Cialdini, 2007). In this study, we investigated descriptive social norms sending the message ‘If a lot of people are doing this, it’s probably a wise thing to do’. Importantly, attractiveness is a socially important facial feature (Langlois et al., 2000); judgments of facial attractiveness are fast, effortless and consistent across people (Willis and Todorov, 2006). Therefore, a mismatch between individual judgments of facial attractiveness and group opinion should create a strong normative conflict. Despite the formal structure, our task has a social nature, as demonstrated by previous studies (Klucharev et al., 2009).

At the beginning of the experiment, the participants were asked to fill out the Edinburgh Handedness Inventory (Oldfield, 1971) and the Russian version of Spielberger’s State–Trait Anxiety Inventory to assess handedness and the level of anxiety, respectively (Spielberger et al., 1970). Previous studies demonstrated that FRN is modulated by individual level of anxiety (Hajcak et al., 2003; Gu et al., 2010a,

In contrast, within-gender ratings of attractiveness can be generalized to other types of conforming behavior.

Experimental procedure

Each experimental session started with the experimenter informing the participants about the experimental procedure. Participants were told that they were participating in a project entitled ‘Seeing Beauty’ to study human perception of attractiveness. During an EEG session (details described below), participants were exposed to a series of 222 photographs of female faces (stimuli duration = 2 s, inter-trial interval = 2.5–3.0 s, overall duration of the session = 38 min).

Participants were instructed to rate each face on an eight-point scale ranging from 1 (very unattractive) to 8 (very attractive); for details see also Klucharev et al., 2009. Participants indicated their rating by pressing the appropriate button. The participant’s rating (initial rating, green rectangular frame) was visualized on the screen immediately after the face stimulus. At the end of each trial, the participant was informed (with a blue rectangular frame) about the average rating of the same face given by a large group of students from the same Russian university (group rating). The difference between the participant’s and the group rating was additionally indicated by a score above the scale (0, ±2 or ±3 points). Importantly, the frame and the number indicating the deviation from the group opinion appeared for both ‘conflict’ and ‘no-conflict’ trials.

Actual group ratings were programmed using the following criteria: in 33% of the trials the group ratings agreed with the participant’s ratings, whereas in 67% of the trials the group ratings were pseudo-randomly above or below the participant’s ratings by ±2 or ±3 points. This was performed using an adaptive algorithm that kept the overall ratio of ‘more negative’ or ‘more positive’ group ratings approximately equal during the experiment for every participant. We informed participants that group ratings that matched their own rating within the range of ±1 point would produce a frame of the group rating that would visually overlap with the frame of the participant’s own rating. Participants were not informed about the real purpose of the experiment or the manipulation of the group ratings. All participants were debriefed after the experiment. All photographs were randomized across participants and conditions. They were presented on a 14 inch computer monitor at a distance of ~60 cm from the participant’s face. Fifteen minutes after the ERP session in an unannounced subsequent behavioral session, participants were instructed to again rate (self-paced) the attractiveness of the same faces presented in a new randomized order without the normative ratings (subsequent rating).

Our experimental design follows social psychological studies investigating persuasion, where participants are informed about a dominant behavior in a group (Cialdini, 2007). In this study, we investigated descriptive social norms sending the message ‘If a lot of people are doing this, it’s probably a wise thing to do’. Importantly, attractiveness is a socially important facial feature (Langlois et al., 2000); judgments of facial attractiveness are fast, effortless and consistent across people (Willis and Todorov, 2006). Therefore, a mismatch between individual judgments of facial attractiveness and group opinion should create a strong normative conflict. Despite the formal structure, our task has a social nature, as demonstrated by previous studies (Klucharev et al., 2009).

At the beginning of the experiment, the participants were asked to fill out the Edinburgh Handedness Inventory (Oldfield, 1971) and the Russian version of Spielberger’s State–Trait Anxiety Inventory to assess handedness and the level of anxiety, respectively (Spielberger et al., 1970). Previous studies demonstrated that FRN is modulated by individual level of anxiety (Hajcak et al., 2003; Gu et al., 2010a,
However, the multiple regression analysis of the anxiety score and the magnitude of ERPs obtained in our study revealed a non-linear relationship ($R^2 \leq 0.1$). Therefore, we did not use the state- and trait-anxiety scores obtained in the surveys as covariates in the statistical analysis of ERP data. Prior to the EEG session, we asked participants to sit comfortably in the experimental chair so as to limit their movements in order to reduce possible artifacts. They were also instructed to blink as little as possible.

**Analysis of behavioral results**

To detect conformal behavioral adjustments, we analyzed changes of ratings between the two sessions: the mean differences between the second and the first ratings were calculated separately for conflict and no-conflict trials. The effect of group opinion on conformal adjustments was analyzed using a one-way analysis of variance (ANOVA) with changes in attractiveness ratings as the dependent variable and the three-level within-subject factor group rating (more positive, more negative, and consistent group rating) in addition, the probability of conformal changes in each condition was calculated. Both mean size and probability of conformal behavioral adjustments were submitted to two-way ANOVA controlling for the sign of the change of attractiveness rating with respect to the sign of the conflict: positive vs negative conflicts and small vs large conflicts. To study the effect of the stimulus ambiguity on social conformity, we selected faces with low and high variance of the initial ratings as unambiguous and ambiguous faces, respectively (see Results for details). To study the effect of ambiguity, we used a two-way ANOVA with ambiguity (ambiguous vs less ambiguous) and group ratings as two within-subject factors. The data were analyzed using the software STATISTICA (StatSoft, Inc.).

**ERP recording and analysis**

EEG data were recorded at 250 Hz from 19 Nicolet gold-cup scalp electrodes and two ocular electrodes (one in the corner of the eye and another above the right eye) using Mitsar Medical Diagnostic Equipment, EEG-201. EEG electrodes were on-line referenced to the average of all scalp electrodes and later off-line referenced to the average of the two mastoids. Scalp channels including Fp1, Fpz, Fp2, F7, F3, Fz, F4, F8, T3, T5, C3, Cz, C4, T4, P3, Pz, P4, O1, O2 and Oz were set according to the 10–20 system. Two referent electrodes were set over the mastoids. Data were recorded with a band-pass filter (0.1–70 Hz) and later refiltered with the filter at 0.5–20 Hz. Electrode resistance was kept below 10 kΩ.

Trials containing blinks or other artifacts or having voltage amplitudes greater than ±100 µV were discarded from averaging (mean number of discarded trials = 55.4, SD = 5.3). Prior to averaging, the EEG data were spatially filtered in order to remove or minimize ocular artifacts (http://www.sourcesignal.com). The artifacts were manually separated (segmented) from the clean (artifact-free) data. Once artifacts were identified, the filter subtracted artifacts from all channels where it was detected (e.g. see Tremblay et al., 2008; West et al., 2011 for the same preprocessing routine). Overall, the approach is based on a spatial filter (including all EEG channels and optional electrooculogram (EOG) channels) that projects the data into the orthogonal complement of an identified artifact subspace after spatially whitening the data with respect to the covariance statistics of artifact-free EEG. This approach is known to minimally disturb clean EEG recordings. Correction rank did not exceed 2. EEG preprocessing, artifact removal and ERP analysis were performed with the EMSE Software suite by Source Signal Imaging, Inc. (San Diego, CA, USA).

Statistical analyses were performed by entering individually averaged ERPs from predefined latency windows as the dependent variable into two repeated-measures ANOVAs. The first ANOVA had the two main within-subject factors of conflict (conflict trials vs no-conflict trials) and electrode (19 electrode loci) in the 190 to 230 ms window. The second ANOVA had the two within-subject factors of conformity (conflict trials followed by conformity vs conflict trials not followed by conformity) and electrode (19 electrode loci) in the 300 to 380 ms window. The Greenhouse–Geisser (G–G) correction was applied to compensate for the lack of homogeneity in the repeated-measure variance.

The peaks were chosen from the Fz electrode, where the ERP responses indicating both social conflict and conformity effects were maximal. The frontocentral distribution of the components of interest can be seen on the topographical maps. ERPs were averaged across the 40 ms (in the case of a broader ERP for the effect of conflict) and 20 ms (narrower ERP response to the conformity effect) time windows because average amplitude measures are believed to be less sensitive to noise and therefore provide more reliable measures.

**RESULTS**

**Behavioral results**

Overall, participants rated faces as moderately attractive (first session: mean attractiveness = 4.5, SD = 1.9; second session: mean attractiveness = 4.9, SD = 1.7). In line with the social influence hypothesis, participants changed their ratings of attractiveness to align themselves with the group ratings (Figure 1). On average, participants decreased their attractiveness ratings when the group ratings were more negative than their own initial rating, whereas they increased their attractiveness ratings when the group ratings were more positive than their own initial rating (see Table 1 for details). A one-way ANOVA with changes in attractiveness ratings as the dependent variable and the three-level within-subject factor group rating revealed that the observed changes correspond to a significant main effect, $F(2,14) = 72.01, P < 0.0001$, $\eta^2 = 0.83$. Therefore, group opinion effectively modulated individuals’ judgments of attractiveness. The conformity effect was moderately stronger for large conflicts with the group opinion (Figure 1). A two-way ANOVA (positive/negative conflicts and small/large conflicts) revealed a main effect of the factor conflict size, $F(1,14) = 9.66, P < 0.001$, $\eta^2 = 0.41$. The effect of the conflict direction (positive/negative) was not significant: $F(1,14) = 0.03, P = 0.85$. In sum, our study revealed a strong conformity effect according to which the...
attractiveness ratings for faces were substantially changed due to the social influence of a group rating.

On average, conformity changes occurred in 49.8% of the conflict trials. Figure 2A shows that the proportion of trials followed by conformity changes was significantly higher when a large conflict occurred as opposed to when a small conflict occurred. A two-way ANOVA (positive/negative conflicts, small/large conflicts) led to a main effect of the factor conflict size, $F(1,15) = 20$, $P < 0.001$, $\eta^2 = 0.18$. The proportion of trials followed by conformity changes was slightly higher when the group ratings were more negative than participants’ own ratings as opposed to when group ratings were more positive: we found a main effect of the factor positive/negative group ratings, $F(1,15) = 5.44$, $P = 0.034$, $\eta^2 = 0.11$.

Previous studies have robustly demonstrated that social influence is most effective in ambiguous situations (Cialdini and Goldstein, 2004). Therefore, conformity effects should be particularly strong for highly ambiguous faces, that is for faces whose initial ratings vary greatly across participants. To determine the ambiguity level of each face stimulus, we analyzed the SD of the initial ratings in the first session for each face across all participants. The SD varied between 0.6 and 6.3. Faces with low variance (SD ≤ 2.78, $n = 86$, up to the 40th percentile) and high variance (SD ≥ 3.36, $n = 89$, from the 60th percentile; a slight asymmetry is caused by a rounding of values) were selected for further analysis as ambiguous and unambiguous faces, respectively. The size of the conformity effect (the absolute change of attractiveness ratings due to a conflict with the group rating) should be higher for ambiguous faces than for unambiguous faces. In line with this hypothesis, conforming changes were larger in the case of ambiguous when compared with less ambiguous faces (Figure 2B). A two-way ANOVA with ambiguity (ambiguous vs less ambiguous) and group ratings (more positive, more negative and consistent group rating) as two within-subject factors revealed a significant interaction effect, $F(2,14) = 8.33$, $P = 0.011$, $\eta^2 = 0.03$. In summary, the behavioral results show that social normative influence induced significant conforming adjustments of the judgment of facial attractiveness.

**ERP results**

Figure 3 shows ERPs for conflict trials in which the group ratings were in conflict with the participants’ own ratings and ERPs for no-conflict trials in which the group ratings were not in conflict with the participants’ own ratings, as well as the difference curve. We found a significant difference between the brain responses in conflict and no-conflict trials at a latency of 200 ms. A two-way ANOVA (conflict/no conflict, electrode) led to a main effect of the factor conflict, $F(1,14) = 6.24$, $G$ adjusted $P = 0.026$, $\eta^2 = 0.64$. The ERPs in the ‘conflict’ trials were significantly more negative than the ERPs in the no-conflict trials. A least-significance difference post hoc test revealed a significant effect only at the Fpz ($P = 0.025$), Fp1 ($P = 0.009$), F7 ($P = 0.002$), F3 ($P = 0.002$), Fz ($P < 0.001$), F4 ($P = 0.032$), T3 ($P = 0.020$) and C3 ($P = 0.006$) locations and thus supports the hypothesis of a frontal (dorsal cingulate) origin of the observed conflict-related effect. We also compared ERPs with the large ($\pm 3$ points) and small ($\pm 2$ points) conflicts with the group ratings. We found a trend of significant difference between the large and small conflicts at a latency around 250 ms. A two-way ANOVA revealed an interaction of conflict (large/small) × electrode, $F(18,252) = 2.18$, $G$ adjusted $P = 0.108$. In sum, the results support the learning hypothesis of social influence and show that conflicts with the group opinion triggered a neural response in the frontocentral areas which appears similar to FRN, which is often associated with a performance-monitoring and reinforcement-learning error signal.

Next, we examined whether ERP components exist that are predictive of conforming changes in participants’ ratings of facial attractiveness (conformity effect). We compared ERPs with the conflicting group ratings that were followed by changes in perceived attractiveness.

**Table 1** Conformity effects and SDs for different levels of conflict

<table>
<thead>
<tr>
<th></th>
<th>More negative</th>
<th>Equal</th>
<th>More positive</th>
</tr>
</thead>
<tbody>
<tr>
<td>Mean</td>
<td>$-3$</td>
<td>$-2$</td>
<td>$0$</td>
</tr>
<tr>
<td>SD</td>
<td>$-0.92$ (0.44)</td>
<td>$-0.56$ (0.40)</td>
<td>$-0.18$ (0.27)</td>
</tr>
<tr>
<td></td>
<td>$0.27$ (0.33)</td>
<td>$0.58$ (0.30)</td>
<td>$0.27$ (0.33)</td>
</tr>
</tbody>
</table>

Fig. 2. (A) Large conflict with normative opinion led to a higher proportion of trials in which conforming adjustments were made. (B) Conformity was stronger for ambiguous than for unambiguous faces. Error bars indicate 1 standard error of the mean.
of faces in line with group ratings (conformity trials) with ERPs to the conflicting group ratings that were not followed by changes in perceived attractiveness (non-conformity trials). As illustrated in Figure 4, an ERP deflection of interest that reflected a conformity effect consisted of two components: amplitudes of early P310 and late P380 were larger for conformity trials than for non-conformity trials. In order to examine both components, we divided the interval into two even windows featuring both peaks. As indicated by the scalp topographies (Figure 4), both ERP components had a frontocentral maximum. The conformity effect was significant for the early component [two-way ANOVA, conformity × electrode, F(18,252) = 5.38, P = 0.00001, G–G adjusted P = 0.002, η² = 0.035] and for the late component [conformity × electrode, F(18,252) = 2.63, P = 0.00045, G–G adjusted P = 0.05, η² = 0.045]. We also examined whether a conformity effect exists at the latency where the effect of conflicts with the group ratings was initially found (Figure 4). The analysis of amplitudes revealed neither a significant main effect of conformity nor its interaction with the electrode location (P > 0.1).

To further examine and confirm the ERP signatures of conforming behavioral changes, we compared ERPs with the conflicting group ratings that were followed by changes in perceived attractiveness in line with group ratings (conformity trials, i.e. conforming behavioral changes) with ERPs to the conflicting group ratings that were followed by changes in the perceived attractiveness of faces in the opposite direction to group ratings (‘opposite’ behavioral changes). Additional analysis showed that the early conformity-related ERP component peaking at 310 ms was non-specific; that is it did not differ between conforming and ‘opposite’ behavioral changes. The later one peaking at 380 ms is a specific precursor of behavioral adjustments in line with the group opinion that is supported by a significant interaction ‘direction of behavioral changes’ × electrode, F(18,252) = 3.83, P = 0.00001, G–G adjusted P = 0.0038, η² = 0.045. Overall, our results indicate that conforming behavioral adjustments are hallmarked by a late frontocentral cortical activity peaking around 380 ms.

GENERAL DISCUSSION

Starting with the seminal work of Solomon Asch (1951), past research on social influence has demonstrated that people often change their behavior in light of other people’s behavior or opinions. In general, people are motivated to win approval and avoid rejection by conforming to others’ expectations (Chaiken et al., 1996). Furthermore, others’ opinions can often also provide useful information to improve one’s own judgments (e.g. Festinger, 1954). Recently, researchers have progressed in examining the neurobiological underpinnings of social influence. Neuroimaging results suggest that conformity and other forms of social influence module neural activity in reward- and performance-monitoring neural circuitry (Behrens et al., 2008; Klucharev et al., 2009; Burke et al., 2010a; Campbell-Meiklejohn et al., 2010; Biele et al., 2011; Zaki et al., 2011). Nevertheless, the timing of neuronal activity underlying social conformity has been unknown. Our results for the first time show that a conflict with a normative group opinion triggers a sequence of neuronal responses (peaking around 200–380 ms) reflecting a conflict with normative opinion and a conforming behavioral adjustment.

In this study, we influenced individual opinion by introducing a descriptive norm of facial attractiveness that could be either consistent or inconsistent with a person’s own opinion. The behavioral data in our experiment clearly illustrated how the group opinion systematically changed people’s judgments. In line with previous research, the conforming behavioral adjustments were especially strong when greater conflicts with the group opinion occurred or when the stimuli were rather ambiguous (Cialdini and Goldstein, 2004).

Electrophysiological correlates of conformity

Our ERP data suggest that conflicts with a normative group opinion trigger FRN—a frontocentral negative deflection with the maximum at 200 ms that had often been implicated in performance monitoring and signaling of negative reward prediction error
(Miltner et al., 1997; Gehring and Willoughby, 2002; Holroyd et al., 2002; Nieuwenhuis et al., 2004; Nieuwenhuis et al., 2007). Thus, the social influence of group norms could be based on a general performance-monitoring mechanism. Accordingly, deviations from descriptive norms are perceived as negative behavioral outcomes. FRN-like signals have also been previously recorded during the observation of others’ errors in a modified Eriksen flanker task (van Schie et al., 2004) or when observing the consequences of others’ actions in a gambling task (Yu and Zhou, 2006). Our results suggest that people not only automatically monitor their own and others’ performances, as previously demonstrated, but also continuously compare their own behavior with the ‘normative’ one. The ERP results show that FRN is triggered by the individual behavioral outcomes calculated relative to the group normative behavior.

We also demonstrated that conforming adjustments were preceded by a frontocentral waveform peaking at 380 ms. Unfortunately, the relatively limited spatial resolution of ERPs does not allow testing the hypothesis that both early and late components are generated in exactly the same brain area or by the same neural populations. However, similar frontocentral voltage distribution and previous fMRI studies (e.g. Klucharev et al., 2009) have pointed to the possible involvement of similar posterior medial frontal areas in the early and the late response. Overall, our results suggest that a conflict with a group opinion triggers a sequence of neuronal responses in the posterior medial frontal cortex: from initial generation of FRN detecting a violation of descriptive norms at 200 ms to later neural activity, peaking at 380 ms after the conflict and relating to behavioral adjustments underlying conformity.

In previous studies, FRN was often but not necessarily always followed by a positive waveform (P3/Pe complex or error positivity, e.g. see Nieuwenhuis et al., 2001), which is also associated with outcome evaluation, decision making and high-order behavioral adjustments (Nieuwenhuis et al., 2001; Yeung and Sanfey, 2004; Hajcak et al., 2005; Hajcak et al., 2007). Two error-related components could represent different aspects of error processing with the later positive component probably reflecting deliberate processing of the error event.
(Falkenstein et al., 2000) or adjustment of behavior on the basis of explicit rules (Chase et al., 2011). Importantly, the conformity effect peaking at 380 ms after the conflict reported in our study has a frontocentral maximum in contrast to the parietal maximum of the classical error positivity (Falkenstein et al., 2000; Chase et al., 2011). Previous studies suggested that the amplitude of the error positivity reflects adjustment of the response strategy and the subjective significance of the errors (Falkenstein et al., 2000). In contrast, in our study the most effective trials followed by conforming adjustments evoked the smaller ERP than the trials followed by no adjustments: as indicated by the negative differential wave of the conformity effect. Thus, the conformity effect in our study is rather different from the classical error positivity that is likely to be due to the difference in spatial origin of the measured EEG signals. Neural activity peaking at 380 ms could represent an extended FRN overlapping with the later positive component. However, we cannot exclude that deliberate processing of conflicts with the group opinion (often associated with the classical error positivity) could contribute to conforming adjustments in our study.

In contrast to our results, those of previous studies showed that relatively early activity of the posterior medial frontal cortex underlies the ability to adjust decision-making behavior. For example, Cohen and Ranganath (2007) examined behavior in the ‘matching pennies’ game (i.e., a coordination game) and found that the magnitude of FRN after losing to a computer opponent predicted whether people would change their decisions on the subsequent trial. However, unlike the fast transient changes of decisions in the game situation, we investigated longer lasting conforming adjustments measured some 15–45 min after the normative conflict. Therefore, it appears plausible that immediate behavioral adjustments could be reflected by an earlier neural response in the cingulate cortex, whereas a longer lasting effect might need some form of plastic change underlined by much later neural responses. Interestingly, correlates of long-lasting adjustments (e.g., subsequent memory effects) are often reported in the interval between 400 and 1100 ms (for a review see Friedman and Johnson, 2000). However, the neural circuitry of this process remains to be studied in detail.

A general mechanism of social influence

Montague and Lohrenz (2007) suggested that conformity with social norms requires an ‘error’ signal indicating deviations from norms. Perhaps such an ‘error’ signal shares the same neural mechanism as the standard ‘reward prediction error’ underlying reinforcement learning. A single exposure to a social influence in our study makes it virtually impossible to apply conventional reinforcement learning models to describe conforming behavior. Nevertheless, one can speculate that social influence could work on a similar mechanism; that is a conflict with a group opinion might generate a ‘social’ reward prediction error signal. More precisely, a difference between a person’s attractiveness rating and the group’s opinion could be perceived as an error. In many real-life situations, our opinions are affected by a single exposure to social feedback: for example, a reviewer’s opinion or a medical doctor’s recommendation. In these cases, people might compare their own opinion or expectation with the social feedback, and this difference could be reflected as a prediction error. This difference could then be used to adjust one’s own belief, depending on how much weight it is given.

Interestingly, studies on the spatial overlap of brain regions involved in social influence and reinforcement learning provide additional arguments for a similarity of the underlying mechanism (Behrens et al., 2008; Klucharev et al., 2009; Berns et al., 2010; Campbell-Meiklejohn et al., 2010; Falk et al., 2010; Klucharev et al., 2011). Importantly, experiments that were specifically designed to model reward prediction error (Behrens et al., 2008; Burke et al., 2010a; Biele et al., 2011) demonstrated a prediction-error-like signal generated by some forms of social influence. It is interesting to note that classical psychological studies explain conformity by the rewarding value of social approval or affiliation with others (Gauldini and Goldstein, 2004); behavioral economists also highlight the effects of social punishment for violations of the group norm (Fehr and Fischbacher, 2004a,b). In fact, both explanations of conforming behavior are consistent with a general reinforcement learning mechanism; that is compliance with social norms and conforming behavioral adjustments to others are reinforced.

One possible alternative explanation of our results is that normative group pressure triggers anxiety or emotional/cognitive dissonance (van Veen et al., 2009; Berns et al., 2010). Accordingly, people adjust their opinion to reduce negative emotional states. However, the FRN observed in our study indicates a general performance-monitoring mechanism of behavioral adjustment (Holroyd and Coles, 2002; Riddervold et al., 2004; Matsuzoto et al., 2007). Further studies are needed to clarify the exact role of the posterior medial frontal cortex in social influence. ERP studies of the time-estimation task suggested that the rostral anterior cingulate cortex (rACC) could be involved in the FRN generation (Nieuwenhuis et al., 2005; Mies et al., 2011). According to this view, the posterior medial cortex is primarily involved in the processing of feedback validity, whereas the rACC is primarily involved in the processing of feedback valence (Mies et al., 2011). A high-density EEG study could improve the localization of the observed electrophysiological precursors of social conformity. In addition, different mechanisms could underlie conformity (Gauldini and Goldstein, 2004). For example, informational conformity (contrasted with normative conformity) serves an informational function helping to be accurate and can be underlined by an attention-related neural mechanism (e.g., study by Berns et al., 2005). More studies are clearly needed to determine all mechanisms of conformity. Current results should be interpreted with caution because we investigated a female population only. A high-density EEG study could further improve localization of the observed electrophysiological precursors of social conformity. Further studies will help to generalize the observed mechanisms to the male population and other social situations leading to conformity.

Taken together, our behavioral results clearly show that people continuously change their opinion in light of a different normative opinion of the group. A mismatch between individual and group opinions triggered a frontocentral negative deflection similar to FRN, implicated in individual learning. Furthermore, the FRN was followed by brain activity underlying conforming behavioral adjustment and peaking around 380 ms. This work complements earlier high spatial resolution fMRI studies with the complex temporal structure of the neural underpinnings of conforming behavioral adjustments. In general, our results support the hypothesis that forms of social influence are mediated by activity of the posterior medial frontal cortex as a part of the general performance-monitoring circuitry.

REFERENCES


